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DETAILED ACTION

Status ofClaims

1. This communication is responsive to application filed on April 8, 2002. Claims 1-69 are

pending.

Claim Rejections - 35 USC §102

2. The following is a quotation of the appropriate paragraphs of 35 U.S.C. 102 that form the

basis for the rejections under this section made in this Office action:

A person shall be entitled to a patent unless -

(b) the invention was patented or described in a printed publication in this or a foreign country or in public use or on

sale in this country, more than one year prior to the date of application for patent in the United States.

3. Claims 1-6,8-13,16-35,37-42,44-48,51-68 rejected under 35 U.S.C. 102(b) as being

anticipated by Stevens (TCP/IP Illustrated, Volume 1: The Protocols, 1994).

4. In reference to claims 1,37, Stevens teaches a method and computer readable medium for

asynchronously transferring a plurality of data objects between client and host devices, the

method comprising:

transmitting to a client device a plurality of identifiers for data objects, each identifier

corresponding to a different one of the data objects to be transferred (pgs 224-226);

transferring over a network between the host and client devices a data frame that includes

an identifier and at least a portion of the corresponding data object; and repeating the data frame

transfers until the plurality of data objects have been transferred (pgs 12,224-226 & 228, Stevens

discloses sending IP datagrams, where each datagram includes a sequence identifier
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corresponding to a TCP segment (i.e. data object); the datagrams are sent until all segments are

transmitted).

5. In reference to claims 2,38, Stevens teaches the method and computer readable medium

of claims 1,37 respectively, wherein at least two sequential transfers of a data frame include

transferring frames with different identifiers (pgs 224-226).

6. In reference to claims 3,39, Stevens teaches the method and computer readable medium

of claims 1,37 respectively, wherein the transfers of the portions of at least two data objects are

interleaved (pgs 224-226,275-288).

7. In reference to claims 4,40, Stevens teaches the method and computer readable medium

of claims 1,37 respectively, further comprising: transmitting a data transfer request from the

client device to the host device, the transmission of a plurality of identifiers being in response to

the data transfer request (pg 23 1 ; bottom half ofthe page).

8. In reference to claims 5,41, Stevens teaches the method and computer readable medium

of claims 1,37 respectively, wherein the transfers are downloads (pgs 229,231,275-288;

downloads are inherent feature of data transfer).

9. In reference to claims 6,42, Stevens teaches the method and computer readable medium

of claims 1,37 respectively, wherein a portion of the transfers are uploads and a portion of the

transfers are downloads, the uploads and downloads being interleaved (pgs 229,231,239,275-

288; uploads and downloads are inherent features of data transfers).

10. In reference to claims 8,43, Stevens teaches the method and computer readable medium

of claims 1,37 respectively, further comprising: transmitting to the client device a size for data
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frames before the transfers, the data frames transferred being of said size (pgs 236-238, Stevens

discloses MSS).

11. In reference to claims 9,44, Stevens teaches the method and computer readable medium

of claims 1,37 respectively, further comprising: transmitting a frame count to the client device,

the frame count corresponding to the number of data frames that the client device can transfer

without receiving a request for more data frames (pgs 236-238,275-288).

12. In reference to claims 10,45, Stevens teaches a method and computer readable medium

for asynchronously transferring a plurality of data objects between client and host devices, the

method comprising:

transmitting to a client device a plurality of identifiers and routings of one or more

handling processes, each identifier corresponding to one of the data objects (pgs 1-3,6,12,

Stevens discloses handling processes as the applications specified in the Application Layer of the

TCP/IP protocol suite);

transferring between the client and host devices a first data frame that includes a first

identifier, a routing of a first handling process, and at least a portion of the data object

corresponding to the first identifier; transferring between
1

the client and host devices a second

data frame that includes a second identifier, a routing of a second handling process, and at

least a portion of the data object corresponding to the second identifier; and repeating the data

frame transfers until the plurality of data objects have been transferred (pgs 12,224-226 & 228,

Stevens discloses sending IP datagrams, where each datagram includes a sequence identifier

corresponding to a TCP segment (i.e. data object); the datagrams are sent until all segments are

transmitted).
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13. In reference to claims 1 1 ,46, Stevens teaches the method and computer readable medium

of claims 10,45 respectively, further comprising: writing the portions of the data objects to first

and second storage locations to which the respective first and second identifiers are assigned (pg

224, it is inherent that the data segments will be written into storage).

14. In reference to claims 12,47, Stevens teaches the method and computer readable medium

of claims 1 1,46 respectively, wherein the writes of the first and second portions of the data

objects corresponding to the first and second identifiers are controlled by the first and second

handling processes, respectively (pg 224).

1 5. In reference to claims 13,48, Stevens teaches the method and computer readable medium

of claims 10,45 respectively, wherein the first and second handling processes handle uploads of

data objects for first and second data objects (pgs 1-3,6,12).

16. In reference to claim 16, Stevens teaches the method of claim 10, wherein the request for

more data frames includes the routing of the first handling process (pgs 23 1-232).

17. In reference to claims 17,51, Stevens teaches a method and computer readable medium

for asynchronously transferring data between host and client devices, comprising:

receiving from a client device a frame requesting a data transfer session (pgs 12,23 1-

232);

sending to the client device a frame defining a session protocol that assigns an identifier

to each data object (pgs 12,236-238); and

transferring a plurality of data frames between the client and host devices, each data

frame comprising a data portion of a data object and an identifier assigned to the data object

including said data portion (pgs 12,224-226,275-288).
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18. In reference to claims 18,52, Stevens teaches the method and computer readable medium

of claims 17,51 respectively, wherein the transferring of data frames includes a data upload (pgs

229,231).

19. In reference to claims 19,53, Stevens teaches the method and computer readable medium

of claims 18,52 respectively, further comprising: writing a particular data portion to a storage

volume assigned to a particular identifier in response to receiving a data frame including the

particular identifier and data portion, unique data objects being assigned to each storage volume

(pg 224, it is inherent that the data segments will be written into storage).

20. In reference to claims 20,54, Stevens teaches the method and computer readable medium

of claims 17,51 respectively, further comprising: receiving a second frame from the client device

requesting a second data transfer session (pgs 23 1-232); sending a second frame to the client

device defining a second session protocol that assigns an identifier to each data object of the

second session (pgs 236-238); transferring a plurality of second data frames between the client

and host devices, each second data frame including a second data portion and an identifier

assigned to a data object including the second data portion (pgs 224-226).

21. In reference to claims 21,55, Stevens teaches the method and computer readable medium

of claims 20,54 respectively, wherein the transfers of first and second data frames are interleaved

(pgs 224-226,232,239,275-288).

22. In reference to claims 22,56, Stevens teaches the method and computer readable medium of

claims 20,54 respectively, wherein the transfers of second data frames are downloads from the

host device (pgs 224-226,232).
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22. In reference to claims 23,57, Stevens teaches the method and computer readable medium

of claims 17,51 respectively, further comprising: receiving s frame from a second client device

requesting a second data transfer session( pgs 23 1-232); sending a frame to the second client

device defining a second session protocol that assigns an identifier to each second data object of

the second session (pgs 236-238); and transferring a plurality of second data frames between the

second client and host devices, each second data frame including a second data portion of a

second data object and an associated identifier (pgs 224-226).

23. In reference to claims 24,58, Stevens teaches the method and computer readable medium

of claims 17,51 respectively, further comprising: sending to the client device a routing for a

handling program assigned to each data object; and wherein each data frame includes the routing

of the handling program assigned to the data object therein (pgs 1-3,6).

24. In reference to claims 25,59, Stevens teaches the method and computer readable medium

of claims 24,58 respectively, wherein first and second data objects are assigned first and second

handling programs, respectively (pgs 1-3,6,12).

25. In reference to claims 26,60, Stevens teaches the method and computer readable medium

of claims 24,58 respectively, further comprising: writing a particular data portion to a storage

volume assigned to a particular identifier in response to receiving a data frame including the

particular identifier and data portion, unique data objects being assigned to each storage volume

(Pg 224).

26. In reference to claim 27, Stevens teaches the method of claim 26, further comprising:

controlling the write with the handling program assigned to the data object being written (pgs 1-

3,6).
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27. In reference to claims 28,6 1, Stevens teaches a method and computer readable medium

for transmitting data over a network between host and client devices, the method comprising:

receiving from a client device a frame requesting one of a data upload session and a data

download session (pgs 12,229,231);

establishing a session protocol in response to receiving the frame from the client device

(pgs 12,229-232);

transmitting to the client device a frame defining the session protocol (pgs 12,229-232);

receiving from the client device a data frame conforming to the protocol if the frame

from the client device requested an upload; and transmitting to the client device a data frame

conforming to the protocol if the frame from the client device requested a download (pgs 12,224-

226,229-232).

28. In reference to claims 29,62, Stevens teaches the method and computer readable medium

of claims 28,61 respectively, wherein the establishing a session protocol includes: assigning a

handling program and a storage location to each data object identified in the frame requesting a

session; and wherein the transmitting to the client device a frame defining the session protocol

includes sending an identifier for the storage location and a routing for the handling program

assigned to each data object (pgs 12,224-226,229,231).

29. In reference to claims 30,63, Stevens teaches the method and computer readable medium

of claims 28,61 respectively, wherein the transmission of a frame defining the session protocol

includes: transmitting a size for data frames to the client device (pgs 236-238).

30. In reference to claims 3 1 ,64, Stevens teaches the method and computer readable medium

of claims 28,61 respectively, wherein the transmission of a frame defining a session protocol
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includes transmitting a frame count, the frame count being the number of data frames that the

client can send prior to receiving a request for more data (pgs 275-288).

31 . In reference to claims 32,65, Stevens teaches the method and computer readable medium

of claims 28,61 respectively, wherein the transmission of a frame defining a session protocol

includes transmitting a format for a command to abort to the client device; and further

comprising terminating the session in response to receiving the command to abort from the client

device (pgs 231-234).

32. In reference to claims 33,66, Stevens teaches the method and computer readable medium

of claims 28,61 respectively, wherein the transmission of a data frame comprises: receiving a

frame including an identifier for a storage location, a routing of a handling program, and data to

store in the identified storage location; wherein the transmission of a session protocol includes

transmitting to the client device the identifier and the routing of the handling program assigned

to each data object of the session (pgs 1-3,6,12).

33. In reference to claims 34,67, Stevens teaches the method and computer readable medium

of claims 28,61 respectively, wherein the act of transmitting a data frame further comprises:

receiving a second message including a second identifier for a second storage location and data

to store in the second storage location; and wherein the transmitting a frame defining the session

protocol includes transmitting the second identifier to the client device (pgs 224-226).

34. In reference to claims 35,68, Stevens teaches the method and computer readable medium

of claims 28,61 respectively, where in the act of establishing includes assigning a storage

location and associated identifier to each data object identified in the frame requesting a session

(pgs 224-226, 229-234).



Application/Control Number: 09/582,297

Art Unit: 2157

Page 10

Claim Rejections - 35 USC§ 103

35. The following is a quotation of 35 U.S.C. 103(a) which forms the basis for all

obviousness rejections set forth in this Office action:

(a) A patent may not be obtained though the invention is not identically disclosed or described as set forth in

section 102 of this title, if the differences between the subject matter sought to be patented and the prior art are

such that the subject matter as a whole would have been obvious at the time the invention was made to a person

having ordinary skill in the art to which said subject matter pertains. Patentability shall not be negatived by the

manner in which the invention was made.

36. Claims 7,14,15,36,43,49,50,69 rejected under 35 U.S.C. 103(a) as being unpatentable

over Stevens (TCP/IP Illustrated, Volume 1: The Protocols, 1994) in view of Applicant

Admitted Prior Art (AAPA, disclosure to application 09/582,297).

37. In reference to claims 7,43, Stevens teaches the method and computer readable medium

of claims 1,37 respectively, wherein the transfers of data frames stop at a preselected frame count

in the absence of a request for more data frames from a device that receives the data frames.

"Official Notice" is taken that requesting files is old and well-known in the art. It is well

known that when a client requests a file that only that particular file is sent, whereupon another

file is not sent unless a client requests another file (Stevens, pgs 12 & 229; and AAPA disclosure

pgs 1-2). It would have been obvious for one of ordinary skill in the art to stop transfers in the

absence of a request because that is a standard of practice in IP communication.

38. In reference to claims 14,49, Stevens teaches the method and computer readable medium

of claims 13,48 respectively, wherein the first and second data objects include data for first and

second images, respectively ("Official Notice" is taken that image files are well-known in the art.

It is well known that files can contain any form of digital data which includes images, among
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other things). It would have been obvious for one of ordinary skill in the art to make the data

objects include image file data because that is one of the standard types of data that can be

digitized and transferred via IP communication.

39. In reference to claims 15,50, Stevens teaches the method and computer readable medium

of claims 10,45 respectively, wherein the transfers of data frames including the first identifier

stop at a preselected frame count in the absence of a request for more data frames from a device

that receives the data frames

"Official Notice" is taken that requesting files is old and well-known in the art. It is well

known that when a client requests a file that only that particular file is sent, whereupon another

file is not sent unless a client requests another file (Stevens, pgs 12 & 229; and AAPA disclosure

pgs 1-2). It would have been obvious for one of ordinary skill in the art to stop transfers in the

absence of a request because that is a standard of practice in IP communication.

40. In reference to claims 36,69, Stevens teaches the method and computer readable medium

of claims 35,68 respectively, wherein the data objects comprise: a first image file; and a second

image file ("Official Notice" is taken that image files are well-known in the art. It is well known

that files can contain any form of digital data which includes images, among other things). It

would have been obvious for one of ordinary skill in the art to make the data objects include

image file data because that is one of the standard types of data that can be digitized and

transferred via IP communication.
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Any inquiry concerning this communication or earlier communications from the

examiner should be directed to Ramy M. Osman whose telephone number is (571) 272-4008.

The examiner can normally be reached on M-F 9-5.

If attempts to reach the examiner by telephone are unsuccessful, the examiner's

supervisor, Ario Etienne can be reached on (571) 272-4001 . The fax phone number for the

organization where this application or proceeding is assigned is 571-273-8300.

Information regarding the status of an application may be obtained from the Patent

Application Information Retrieval (PAIR) system. Status information for published applications

may be obtained from either Private PAIR or Public PAIR. Status information for unpublished

applications is available through Private PAIR only. For more information about the PAIR

system, see http://pair-direct.uspto.gov. Should you have questions on access to the Private PAIR

system, contact the Electronic Business Center (EBC) at 866-217-9197 (toll-free).

RMO
December 10, 2005
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Introduction

1.1 Introduction

The TCP/DP protocol suite allows computers of all sizes, from many different computer

vendors, running totally different operating systems, to communicate with each other.

It is quite amazing because its use has far exceeded its original estimates. What started

in the late 1960s as a government-financed research project into packet switching net-

works has, in the 1990s, turned into the most widely used form of networking between

computers. It is truly an open system in that the definition of the protocol suite and

many of its implementations are publicly available at little or no charge. It forms the

basis for what is called the worldwide Internet, or the Internet, a wide area network

(WAN) of more than one million computers that literally spans the globe.

This chapter provides an overview of the TCP/IP protocol suite, to establish an ade-

quate background for the remaining chapters. For a historical perspective on the early

development of TCP/IP see [Lynch 1993].

1.2 Layering

Networking protocols are normally developed in layers, with each layer responsible for a

different facet of the communications- A protocol suite, such as TCP/IP, is the combina-

tion of different protocols at various layers. TCP/IP is normally considered to be a

4-layer system, as shown in Figure 1.1.

1
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Application Telnet, FTP, e-mail, etc.

Transport TCP, UDP

Network IP, ICMP, IGMP

Link device driver and interface card

Figure 1.1 The four layers of the TCP/IP protocol suite.

Each layer has a different responsibility.

1. The link layer, sometimes called the data-link layer or network interface layer, nor-
mally includes the device driver in the operating system and the corresponding
network interface card in the computer. Together they handle all the hardware
details of physically interfacing with the cable (or whatever type of media is

being used). ^.

2. The network layer (sometimes called the internet layer) handles the movement of
packets around the network. Routing of packets, for example, takes place here.

IP (Internet Protocol), ICMP (Internet Control Message Protocol), and IGMP
(Internet Group Management Protocol) provide the network layer in the
TCP/DP protocol suite.

3. The transport layer provides a flow of data between two hosts, for the applica-

tion layer above. In the TCP/IP protocol suite there are two vastly different

transport protocols: TCP (Transmission Control Protocol) and UDP (User Data-
gram Protocol).

TCP provides a reliable flow of data between two hosts. It is concerned with
things such as dividing the data passed to it from the application into appropri-
ately sized chunks for the network layer below, acknowledging received pack-
ets, setting timeouts to make certain the other end acknowledges packets that

are sent, and so on. Because tliis reliable flow of data is provided by the trans-

port layer, the application layer can ignore all these details.

UDP, on the other hand, provides a much simpler service to the application

layer It just sends packets of data called datagrams from one host to the other,

but there is no guarantee that the datagrams reach the other end. Any desired
reliability must be added by the application layer.

There is a use for each type of transport protocol, which we'll see when we look
at the different applications that use TCP and UDP.



Section \2 Layering 3

4. The application layer handles the details of the particular application. There are

many common TCP/IP applications that almost every implementation pro-

vides:

• Telnet for remote login,

• FTP, the File Transfer Protocol,

• SMTP, the Simple Mail Transfer protocol, for electronic mail,

• SNMP, the Simple Network Management Protocol,

and many more, some of which we cover in later chapters.

If we have two hosts on a local area network (LAN) such as an Ethernet, both run-

ning FTP, Figure 1.2 shows the protocols involved.

application
FTP
client

FTP protocol_ FTP
server

user

processes

handles

application

details

transport TCP
TCP protocol

TCP
kernel handles

communication

details

network jp ^ IP protocol
IP

link
Ethernet

driver

Ethernet protocol Ethernet

driver

Ethernet

Figure 1.2 Two hosts on a LAN running FTP

We have labeled one application box the FTP client and the other the FTP server.

Most network applications are designed so that one end is the client and the other side

the server. The server provides some type of service to clients, in this case access to riles

on the server host. In the remote login application, Telnet, the service provided to the

client is the ability to login to the server's host.

Each layer has one or more protocols for corrununicating with its peer at the same

layer. One protocol, for example, allows the two TCP layers to communicate, and

another protocol lets the two IP layers communicate.

On the right side of Figure 1.2 we have noted that normally the application layer is

a user process while the lower three layers are usually implemented in the kernel (the

operating system). Although this isn't a requirement, it's typical and this is the way it's

done under Unix.
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There is another critical difference between the top layer in Figure 1.2 and the lower
three layers. The application layer is concerned with the details of the application and
not with the movement of data across the network. The lower three layers know noth-
ing about the application but handle all the communication details.

We show four protocols in Figure 1.2, each at a different layer. FTP is an application
layer protocol, TCP is a transport layer protocol, IP is a network layer protocol, and the
Ethernet protocols operate at the link layer. The TCP/IP protocol suite is a combination of
many protocols. Although the commonly used name for the entire protocol suite is

TCP/IP, TCP and IP are only two of the protocols. (An alternative name is the Internet
Protocol Suite.)

The purpose of the network interface layer and the application layer are
obvious—the former handles the details of the communication media (Ethernet, token
ring, etc) while the latter handles one specific user application (FTP, Telnet, etc.). But on
first glance the difference between the network layer and the transport layer is some-
what hazy. Why is there a distinction between the two? To understand the reason, we
have to expand our perspective from a single network to a collection of networks.

One of the reasons for the phenomenal growth in networking during the 1980s was
the realization that an island consisting of a stand-alone computer made little sense. A
few stand-alone systems were collected together into a network. While this was
progress, during the 1990s we have come to realize that this new, bigger island consist-
ing of a single network doesn't make sense either. People are combining multiple net-
works together into an internetwork, or an internet An internet is a collection of
networks that all use the same protocol suite.

The easiest way to build an internet is to connect two or more networks with a
router. This is often a special-purpose hardware box for connecting networks. The nice
thing about routers is that they provide connections to many different types of physical
networks: Ethernet, token ring, point-to-point links, FDDI (Fiber Distributed Data Inter-

face), and so on.

These boxes are also called IP routers, but well use the term router.

Historically these boxes were called gateways, and this term is used throughout much of the

TCP/IP literature. Today the term gateway is used for an application gateway: a process that
connects two different protocol suites (say, TCP/IP and IBM's SNA) for one particular applica-
tion (often electronic mail or file transfer).

Figure 1.3 shows an internet consisting of two networks: an Ethernet and a token
ring, connected with a router Although we show only two hosts communicating, with
the router connecting the two networks, any host on the Ethernet can communicate with
any host on the token ring.

In Figure 1.3 we cart differentiate between an end system (the two hosts on either
side) and an intermediate system (the router in the middle). The application layer and the
transport layer use end-to-end protocols. In our picture these two layers are needed only
on the end systems. The network layer, however, provides a hop-by-hop protocol and is

used on the two end systems and every intermediate system.
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FTP
client

FTP protocol FTP

server

TCP TCP protocol
TCP

jp IP protocol

Ethernet

driver

router

IP

Ethernet

protocol

i

Ethernet

Ethernet

driver

token ring

driver

IP protocol
IP

token ring

J~
protocol™

token ring

token ring

driver

Figure 13 Two networks connected with a router.

In the TCP/IP protocol suite the network layer, IP, provides an unreliable service.
That is, it does its best job of moving a packet from its source to its final destination, but
there are no guarantees. TCP, on the other hand, provides a reliable transport layer
using the unreliable service of IP. To provide this service, TCP performs timeout and
retransmission, sends and receives end-to-end acknowledgments, and so on. The trans-
port layer and the network layer have distinct responsibilities.

A router, by definition, has two or more network interface layers (since it connects
two or more networks). Any system with multiple interfaces is called multihomed. A
host can also be multihomed but unless it specifically forwards packets from one inter-

face to another, it is not called a router. Also, routers need not be special hardware
boxes that only move packets around an internet. Most TCP/IP implementations allow
a multihomed host to act as a router also, but the host needs to be specifically config-
ured for this to happen. In this case we can call the system either a host (when an appli-
cation such as FTP or Telnet is being used) or a router (when it's forwarding packets
from one network to another). We'll use whichever term makes sense given the context.

One of the goals of an internet is to hide aU the details of the physical layout of the
internet from the applications. Although this isn't obvious from our two-network inter-

net in Figure 1.3, the application layers can't care (and don't care) that one host is on an
Ethernet, the other on a token ring, with a router between. There could be 20 routers
between, with additional types of physical interconnections, and the applications would
run the same. This hiding of the details is what makes the concept of an internet so
powerful and useful.
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Another way to connect networks is with a bridge. These connect networks at the

link layer, while routers connect networks at the network layer. Bridges makes multiple

LANs appear to the upper layers as a single LAN.

TCP/IP internets tend to be built using routers instead of bridges, so well focus on

routers. Chapter 12 of [Perlman 1992] compares routers and bridges.

1.3 TCP/IP Layering

There are more protocols in the TCP/IP protocol suite, figure 1.4 shows some of the

additional protocols that we talk about in this text.

User User User User

Process Process Process Process
application

transport

network

ARP
Hardware

Interface
RARP link

media

Figure 1.4 Various protocols at the different layers in the TCP/IP protocol suite.

TCP and UDP are the two predominant transport layer protocols. Both use IP as

the network layer

TCP provides a reliable transport layer, even though the service it uses (IP) is unreli-

able. Chapters 17 through 22 provide a detailed look at the operation of TCP. We then

look at some TCP applications: Telnet and Rlogin in Chapter 2f6, FTP in Chapter 27, and

SMTP in Chapter 28. The applications are normally user processes.
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UDP sends and receives datagrams for applications. A datagram is a unit of infor-

mation (i.e., a certain number of bytes of information that is specified by the sender)

that travels from the sender to the receiver. Unlike TCP, however, UDP is unreliable.

There is no guarantee that the datagram ever gets to its final destination. Chapter 11

looks at UDP, and then Chapter 14 (the Domain Name System), Chapter 15 (the Trivial

File Transfer Protocol), and Chapter 16 (the Bootstrap Protocol) look at some applica-

tions that use UDP SNMP (the Simple Network Management Protocol) also uses UDP,
but since it deals with many of the other protocols, we save a discussion of it until

Chapter 25.

IP is the main protocol at the network layer. It is used by both TCPand UDP. Every
piece of TCP and UDP data that gets transferred around an internet goes through the IP

layer at both end systems and at every intermediate router. In Figure 1.4 we also show
an application accessing BP directly. This is rare, but possible. (Some older routing pro-
tocols were implemented this way Also, it is possible to experiment with new transport

layer protocols using this feature.) Chapter 3 looks at IP, but we save some of the details

for later chapters where their discussion makes more sense. Chapters 9 and 10 look at

how IP performs routing.

ICMP is an adjunct to BR It is used by the IP layer to exchange error messages and
other vital information with the BP layer in another host or router. Chapter 64ooks at

ICMP in more detail. Although ICMP is used primarily by DP, it is possible for an appli-

cation to also access it. Indeed we'll see that two popular diagnostic tools. Ping and
Traceroute (Chapters 7 and 8), both use ICMP.

IGMP is the Internet Group Management Protocol. It is used with multicasting:

sending a UDP datagram to multiple hosts. We describe the general properties of

broadcasting (sending a UDP datagram to every host on a specified network) and
multicasting in Chapter 12, and then describe IGMP itself in Chapter 13.

ARP (Address Resolution Protocol) and RARP (Reverse Address Resolution

Protocol) are specialized protocols used only with certain types of network interfaces

(such as Ethernet and token ring) to convert between the addresses used by the IP layer

and the addresses used by the network interface. We examine these protocols in Chap-
ters 4 and 5, respectively.

1.4 Internet Addresses

Every interface on an internet must have a unique Internet address (also called an IP

address). These addresses are 32-bit numbers. Instead of using a flat address space such
as 1, 2, 3, and so on, there is a structure to Internet addresses. Figure 1.5 shows the five

different classes of Internet addresses.

These 32-bit addresses are normally written as four decimal numbers, one for each

byte of the address. This is called dotted-decimal notation. For example, the class B
address of the author's primary system is 140.252.1333.

The easiest way to differentiate between the different classes of addresses is to look

at the first number of a dotted-decimal address. Figure 1 .6 shows the different classes,

with the first number in boldface.
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7 bits 24 bits

Class A

Class B

Class

C

Class

D

0 netid hostid

14 bits 16 bits

1 0 netid hostid

21 bits 8 bits

1 1 0 netid hostid

28 bits

1 1 1 0 multicast group ID

28 bits

1 1 1 1 (reserved for future use)

Figure 1.5 The five different classes of Internet addresses.

Gass Range

A 0.0.0.0 to 127.255.255.255

B 128.0.0.0 to 191.255.255.255

C 19Z0.O.0 to 223.255.255.255

D 224.0.0.0 to 239.255.255-255

E 240.0.0.0 to 255255.255.255

Figure 1.6 Ranges for different classes of IP addresses.

It is worth reiterating that a multihomed host will have multiple IP addresses: one per

interface.

Since every interface on an internet must have a unique IP address, there must be
one central authority for allocating these addresses for networks connected to the

worldwide Internet. That authority is the Internet Network Information Center, called the

InterNIC. The InterNIC assigns only network IDs. The assignment of host IDs is up to

the system administrator.

Registration services for the Internet (IP addresses and DNS domain names) used to be han-

dled by the NIC, at nic . cdn .mil. On April 1, 1993, the InterNIC was created. Now the MC
handles these requests only for the Defense Data Network (DDN). All other Internet users now
use the InterNIC registration services, at rs . internic .net.

There are actually three parts to the InterNIC registration services (rs.internic.net),
directory and database services (ds.internic.net), and information services

(is . internic . net). See Exercise 1.8 for additional information on the InterNIC.

There are three types of IP addresses: unicast (destined for a single host), broadcast

(destined for all hosts on a given network), and multicast (destined for a set of hosts that

belong to a multicast group). Chapters 12 and 13 look at broadcasting and multicasting

in more detail.
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In Section 3.4 well extend our description of IP addresses to include subnetting
after describing IP routing. Figure 3.9 shows the special case IP addresses: host IDs and
network IDs of all zero bits or all one bits.

1.5 The Domain Name System

Although the network interfaces on a host, and therefore the host itself, are known by IP
addresses, humans work best using the name of a host In the TCP/IP world the Domain
Name System (DNS) is a distributed database that provides the mapping between IP
addresses and hostnames. Chapter 14 looks into theDNS in detail.

Fornow we must be aware that any application can call a standard library function
to look up the IP address (or addresses) corresponding to a given hostname. Similarly a
function is provided to do the reverse lookup—given an IP address, look up the corre-
sponding hostname.

Most applications that take a hostname as an argument also take an IP address
When we use the Telnet client in Chapter 4, for example, one time we specify a host-
name and another timewe specify an IP address.

1.6 Encapsulation

When an application sends data using TCP, the data is sent down the protocol stack
through each layer, until it is sent as a stream of bits across the network. Each layer
adds information to the data by prepending headers (and sometimes adding trailer
information) to the data that it receives. Figure 1.7 shows this process. The unit of data
that TCP sends to IP is called a TCP segment. The unit of data that BP sends to the net-
work interface is called an IP datagram. The stream of bits that flows across the Ethernet
is called aframe.

The numbers at the bottom of the headers and trailer of the Ethernet frame in Fig-
ure 1.7 are the typical sizes of the headers in bytes. We'll have more to say about each of
these headers in later sections.

A physical property ofan Ethernetframe is that the size of its data must be between
46 and 1500 bytes. Well encounter this minimum in Section 4.5 and we cover the maxi-mum in Section 2.8.

AD {he Internet standards and most books on TCP/IP use the term octet instead of byte. The
use of this cute, but baroque term is historical, since much of the early work on TCP/IP was
doneon systems such as the DEC-10, which did not use 8-bit bytes. Since almost every current
computer system uses 8-bit bytes, we'll use the term byte in this text

To be completely accurate in Figure 1.7 we should say that the unit of data passed between IP
and the network interface is a padeet. This packet canbe either an IPdatagram or a fragment of
an IPdatagram. We discuss fragmentation in detail in Section 115

We could draw a nearly identical picture for UDP data. The only changes are that
the unit of information that UDP passes to IP is called a UDP datagram, and the size of
the UDP header is 8 bytes.
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Figure 1.7 Encapsulation of data as it goes down the protocol stack.

Recall from Figure 1.4 (p. 6) that TCP, UDP, ICMP, and IGMP all send data to IP. IP

must add some type of identifier to the IP header that it generates, to indicate the layer

to which the data belongs. DP handles this by storing an 8-bit value in its header called

the protocol field. A value of 1 is for ICMP, 2 is for IGMP, 6 indicates TCP, and 17 is for

UDP.
Similarly, many different applications can be using TCP or UDP at any one time.

The transport layer protocols store an identifier in the headers they generate to identify

the application. Both TCP and UDP use 16-bit port numbers to identify applications.

TCP and UDP store the source port number and the destination port number in their

respective headers.

The network interface sends and receives frames on behalf of IP, ARP, and RARP.

There must be some form of identification in the Ethernet header indicating which net-

work layer protocol generated the daia. lb handle this there is a 16 -bit frame type field

in the Ethernet header.
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1.8 Client-Server Model

Most networking applications are written assuming one side is the client and the other
the server. The purpose of the application is for the server to provide some defined ser-

vice for clients.

We can categorize servers into two classes: iterative or concurrent. An iterative

server iterates through the following steps.

11. Wait for a client request to arrive.

12. Process the client request.

13. Send the response back to the client that sent the request

14. Go back to step II

.

The problem with an iterative server is when step 12 takes a while. During this time no
other clients are serviced.

A concurrent server, on the other hand, performs the following steps.

CI. Wait for a client request to arrive.

C2. Start a new server to handle this client's request. This may involve creating a
new process, task, or thread, depending on what the underlying operating sys-

tem supports. How this step is performed depends on the operating system.

This new server handles this client's entire request. When complete, this new
server terminates.

C3. Go back to step CI

.

The advantage of a concurrent server is that the server just spawns other servers to han-
dle the client requests. Each client has, in essence, its own server. Assuming the operat-

ing system allows multiprogramming, multiple clients are serviced concurrently.

The reason we categorize servers, and not clients, is because a client normally can't

tell whether it's talking to an iterative server or a concurrent server.

As a general rule, TCP servers are concurrent, and UDP servers are iterative, but
there are a few exceptions. We'll look in detail at the impact of UDP on its servers in

Section 11.12, and the impact of TCP on its servers in Section 18.11.

1.9 Port Numbers

We said that TCP and UDP identify applications using 16-bit port numbers. How are

these port numbers chosen?

Servers are normally known by their well-known port number. For example, every
TCP/IP implementation that provides an FTP server provides that service on TCP port
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21. Every Telnet server is on TCP port 23. Every implementation of TFTP (the Trivial

File Transfer Protocol) is on UDP port 69. Those services that can be provided by any

implementation of TCP/IP have well-known port numbers between 1 and 1023. The

well-known ports are managed by the Internet Assigned Numbers Authority (IANA).

Until 1992 the well-known ports were between 1 and 255. Ports between 256 and 1023 were

normally used by Unix systems for Unix-specific services—that is, services found on a Unix

system, but probably not found on other operating systems. The IANA now manages the

ports between 1 and 1023.

An example of the difference between an Internet-wide service and a Unix-specific service is

the difference between Telnet and Rlogin. Both allow us to login across a network to another

host. Telnet is a TCP/IP standard with a well-known port number of 23 and can be imple-

mented on almost any operating system. Rlogin, on the other hand, was originally designed

for Unix systems (although many non-Unix systems now provide it also) so its well-known

port was chosen in the early 1980s as 513.

A client usually doesn't care what port number it uses on its end. All it needs to be

certain of is that whatever port number it uses be unique on its host Client port num-

bers are called ephemeral ports (i.e., short lived). This is because a client typically exists

only as long as the user running the client needs its service, while servers typically run

as long as the host is up.

Most TCP/DP implementations allocate ephemeral port numbers between 1024 and

5000. The port numbers above 5000 are intended for other servers (those that aren't

well known across the Internet). Well see many examples of how ephemeral ports are

allocated in the examples throughout the text

Solaris 2.2 is a notable exception. By default the ephemeral ports for TCP and UDP start at

32768. Section E.4 details the configuration options that can be modified by the system admin-

istrator to change these defaults.

The well-known port numbers are contained in the file /etc/services on most

Unix systems. To find the port numbers for the Telnet server and the Domain Name

System, we can execute

sun % grep telnet /etc/services

telnet 23/tcp says it uses TCP port 23

sun % grep domain /etc/services

domain 53/udp says it uses UDP port 53

domain 53/tcp and TCP port 53

Reserved Ports

Unix systems have the concept of reserved ports. Only a process with superuser privi-

leges can assign itself a reserved port.

These port numbers are in the range of 1 to 1023, and are used by some applications

(notably Rlogin, Section 26.2), as part of the authentication between the client and

server.
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1.10 Standardization Process

Who controls the TCP/IP protocol suite, approves new standards, and the like? There

are four groups responsible for Internet technology.

1. The Internet Society (ISOC) is a professional society to facilitate, support, and
promote the evolution and growth of the Internet as a global research communi-
cations infrastructure.

2. The Internet Architecture Board (IAB) is the technical oversight and coordination

body. It is composed of about 15 international volunteers from various disci-

plines and serves as the final editorial and technical review board for the quality

of Internet standards. The IAB falls under the ISOC.

3. The Internet Engineering Task Force (IETF) is the near-term, standards-oriented

group, divided into nine areas (applications, routing and addressing, security,

etc.). The IETF develops the specifications that become Internet standards. An
additional Internet Engineering Steering Group (IESG) was formed to help the

IETF chair.

4. The Internet Research Task Force (IRTF) pursues long-term research projects.

Both the IRTF and the IETF fall under the LAB. [Crocker 1993] provides additional

details on the standardization process within the Internet, as well as some of- its early

history.

1.11 RFCs

All the official standards in the internet community are published as a Request for Com-

ment, or RFC. Additionally there are lots of RFCs that are not official standards, but are

published for informational purposes. The RFCs range in size from 1 page to almost

200 pages. Each is identified by a number, such as RFC 1122, with higher numbers for

newer RFCs.

All the RFCs are available at no charge through electronic mail or using FTP across

the Internet. Sending electronic mail as shown here:

To: rfc-info@ISI.EDU
Subject: getting rfcs

help: ways_to_get_rfcs

returns a detailed listing of various ways to obtain the RFCs.

The latest RFC index is always a starting point when looking for something. This

index specifies when a certain RFC has been replaced by a newer RFC, and if a newer

RFC updates some of the information in that RFC
There are a few important RFCs.

1. The Assigned Numbers RFC specifies all the magic numbers and constants that

are used in the Internet protocols. At the time of this writing the latest version
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of this RFC is 1340 [Reynolds and Postel 1992]. All the Internet-wide well-
known ports are listed here. •

When this RFC is updated (it is normally updated at least yearly) the index list-

ing for 1340 will indicate which RFC has replaced it.

2. The Internet Official Protocol Standards, currently RFC 1600 [Postel 1994]. This
RFC specifies the state of standardization of the various Internet protocols. Each
protocol has one of the following states of standardization: standard, draft stan-
dard, proposed standard, experimental, informational, or historic. Additionally
each protocol has a requirement level: required, recommended, elective, limited
use, or not recommended.

like the Assigned Numbers RFC, this RFC is also reissued regularly Be sure
you're reading the current copy.

3. The Host Requirements RFCs, 1122 and 1123 [Braden 1989a, 1989b]. RFC 1122
handles the link layer, network layer, and transport layer, while RFC 1123 han-
dles the application layer. These two RFCs make numerous corrections and
interpretations of the important earlier RFCs, and are often the starting point
when looking at any of the finer details of a given protocol. They list the fea-
tures and implementation details of the protocols as either "must/' "should "

"may," "should not," or "must not."

# [Borman 1993b] provides a practical look at these two RFCs, and RFC 1127
[Braden 1989c] provides an informal summary of the discussions and conclu-
sions of the working group that developed the Host Requirements RFCs.

4. The Router Requirements RFC. The official version of this is RFC 1009 [Braden
and Postel 1987], but a new version is nearing completion [Almquist 1993]. This
is similar to the host requirements RFCs, but specifies the unique requirements
of routers.

1.12 Standard, Simple Services

There are a few standard, simple services that almost every implementation provides.
We'll use some of these servers throughout the text, usually with the Telnet client. Fig-
ure 1.9 describes these services. We can see from this figure that when the same service
is provided using both TCP and UDP, both port numbers are normally chosen to be the
same.

If we examine the port numbers for these standard services and other standard TCP/IP ser-
vices (Telnet, FTP, SMTP, etc), most are odd numbers. This is historical as these port numbers
are derived from the NCP port numbers. (NCP, the Network Control Protocol, preceded TCP
as a transport layer protocol for the ARPANET.) NCP was simplex, not fulMuplex, so each
application required two connections, and an even-odd pair of port numbers was reserved for
each application. When TCP and UDP became the standard transport layers, only a single
port number was needed per application, so the odd port numbers from NCP were used.
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Name TCP port UDP port RFC Description

echo 7 7 862 Server returns whatever the client sends.
discard 9 9 863 Server discards whatever the client sends.
daytime 13 13 867 Server returns the time and date in a human-readable

format.

chargen 19 19 864 TCP server sends a continual stream of characters, until the
connection is terminated by the client. UDP server
sends a datagram containing a random number of

time 37
characters each time the client sends a datagram.

37 868 Server returns the time as a 32-bit binary number. This
number represents the number of seconds since
midnight January 1, 1900, UTC

Figure 1.9 Standard, simple services provided by most implementations.

1.13 The Internet

In Figure 13 we showed an internet composed of two networks—an Ethernet and a
token ring. In Sections 1.4 and 1.9 we talked about the worldwide Internet and^the need
to allocate IP addresses centrally (the InterNIC) and the well-known port numbers (the
IANA). The word internet means different things depending on whether it's capitalized
or not.

The lowercase internet means multiple networks connected together, using a com-
mon protocol suite. The uppercase Internet refers to the collection of hosts (over one
million) around the world that can communicate with each other using TCP/IP. While
the Internet is an internet, the reverse is not true.

1.14 Implementations

The de facto standard for TCP/DP implementations is the one from the Computer Sys-
tems Research Group at the University of California at Berkeley. Historically this has
been distributed with the 4.x BSD system (Berkeley Software Distribution), and with the
"BSD Networking Releases." This source code has been the starting point for many
other implementations.

Figure 1.10 shows a chronology of the various BSD releases, indicating the impor-
tant TCP/IP features. The BSD Networking Releases shown on the left side are publicly
available source code releases containing all of the networking code: both the protocols
themsel ves and many of the applications and utilities (such as Telnet and FTP).

Throughout the text we'll use the term Berkeley-derived implementation to refer to
vendor implementations such as SunOS 4.x, SVR4, and AIX 3.2 that were originally
developed from the Berkeley sources. These implementations have much in common,
often including the same bugs!
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2.6 PPP: Point-to-Point Protocol

PPP, the Point-to-Point Protocol, corrects all the deficiencies in SLIP PPP consists of

three components.

1. A way to encapsulate IP datagrams on a serial link. PPP supports either an
asynchronous link with 8 bits of data and no parity (i.e., the ubiquitous serial

interface found on most computers) or bit-oriented synchronous links.

2. A link control protocol (LCP) to establish, configure, and test the data-link connec-

tion. This allows each end to negotiate various options.

3. A family of network control protocols (NCPs) specific to different network layer

protocols. RFCs currently exist for IP, the OSI network layer, DECnet, and
AppleTalk. The IP NCP, for example, allows each end to specify if it can per-

form header compression, similar to CSLIP. (The acronym NCP was also used
for the predecessor to TCP.)

RFC 1548 [Simpson 1993] specifies the encapsulation method and the link control proto-

col. RFC 1332 [McGregor 1992] specifies the network control protocol for DP.

The format of the PPP frames was chosen to look like the ISO HDLC standard

(high-level data link control). Figure 2.3 shows the format of PPP frames.

flag

7E

addr

FF

control

03
protocol information CRC

flag

7E

1 1 1 2 up to 1500 bytes 2 1

protocol

0021
IP datagram

protocol

C021
link control data

protocol

8021
network control data

Figure 2.3 Format of PPP frames.

Each frame begins and ends with zflag byte whose value is 0x7 e. This is followed

by an address byte whose value is always Oxf f , and then a control byte, with a value of

0x03.

Next comes the protocol field, similar in function to the Ethernet type field. A value

of 0x0021 means the information field is an IP datagram, a value of 0xc021 means the

information field is link control data, and a value of 0x8021 is for network control data.
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The CRC field (or FCS, for frame check sequence) is a cyclic redundancy check, to
detect errors in the frame.

Since the byte value 0x7 e is the flag character, PPP needs to escape this byte when it

appears in the information field. On a synchronous link this is done by the hardware
using a technique called bit stuffing [Tanenbaum 1989]. On asynchronous links the spe-
cial byte 0x7d is used as an escape character. Whenever this escape character appears
in a PPP frame, the next character in the frame has had its sixth bit complemented, as
follows:

1. The byte 0x7e is transmitted as the 2-byte sequence 0x7d, 0x5e. This is the
escape of the flag byte.

2. The byte 0x7d is transmitted as the 2-byte sequence 0x7d, 0x5d. This is the
escape of the escape byte.

3. By default, a byte with a value less than 0x2 0 (i.e., an ASCII control character) is

also escaped. For example, the byte 0x01 is transmitted as the 2-byte sequence
0x7d, 0x21. (In this case the complement of the sixth bit turns the bit on,
whereas in the two previous examples the complement turned the bit off.)

The reason for doing this is to prevent these bytes from appearing as ASCII con-
trol characters to the serial driver on either host, or to the modems^which some-
times interpret these control characters specially. It is also possible to use the
link control protocol to specify which, if any, of these 32 values must be escaped.
By default, all 32 are escaped.

Since PPP, like SLIP, is often used across slow serial links, reducing the number of
bytes per frame reduces the latency for interactive applications. Using the link control
protocol, most implementations negotiate to omit the constant address and control fields
and to reduce the size of the protocol field from 2 bytes to 1 byte. If we then compare the
framing overhead in a PPP frame, versus the 2-byte framing overhead in a SLIP frame
(Figure 2.2), we see that PPP adds three additional bytes: 1 byte for the protocol field,

and 2 bytes for the CRC. Additionally, using the IP network control protocol, most
implementations then negotiate to use Van Jacobson header compression (identical to
CSLIP compression) to reduce the size of the IP and TCP headers.

In summary, PPP provides the following advantages over SLIP: (1) support for mul-
tiple protocols on a single serial line, not just IP datagrams, (2) a cyclic redundancy
check on every frame, (3) dynamic negotiation of the IP address for each end (using the
IP network control protocol), (4) TCP and DP header compression similar to CSLIP, and
(5) a link control protocol for negotiating many data-link options. The price we pay for
all these features is 3 bytes of additional overhead per frame, a few frames of negotia-
tion when the link is established, and a more complex implementation.

Despite all the added benefits of PPP over SLIP, today there are more SLIP users than PPP
users. As implementations become more widely available, and as vendors start to support
PPP, it should (eventually) replace SLIP.
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2.7 Loopback Interface

Most implementations support a loopback interface that allows a client and server on the

same host to communicate with each other using TCP/IP. The class A network ID 127

is reserved for the loopback interface. By convention, most systems assign the IP

address of 127.0.0.1 to this interface and assign it the name localhost. An IP data-

gram sent to the loopback interface must not appear on any network.

Although we could imagine the transport layer detecting that the other end is the

loopback address, and short circuiting some of the transport layer logic and all of the

network layer logic, most implementations perform complete processing of the data in

the transport layer and network layer, and only loop the DP datagram back to itself

when the datagram leaves the bottom of the network layer.

Figure 2.4 shows a simplified diagram of how the loopback interface processes IP

datagrams.

place on IP

input queue

i
i

loopback driver

yes
destination IP address

equal broadcast address

or multicast address?

place on IP

input queue

yesN destination IP address

equal interface IP address ?

no, use ARP to

get destination

Ethernet address
IP

ARP
ARP demultiplex based on

Ethernet frame type

send j i receive

Ethernet

driver

Ethernet

Figure 2.4 Processing of IP datagrams by loopback interface.
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The key points to note in this figure are as follows:

1. Everything sent to the loopback address (normally 127.0.0.1) appears as IP

input.

2. Datagrams sent to a broadcast address or a multicast address are copied to the

loopback interface and sent out on the Ethernet. This is because the definition

of broadcasting and multicasting (Chapter 12) includes the sending host.

3. Anything sent to one of the hosfs own IP addresses is sent to the loopback

interface.

While it may seem inefficient to perform all the transport layer and IP layer process-

ing of the loopback data, it simplifies the design because the loopback interface appears

as just another link layer to the network layer. The network layer passes a datagram to

the loopback interface like any other link layer, and it happens that the loopback inter-

face then puts the datagram back onto IP's input queue.

Another implication of Figure 2.4 is that IP datagrams sent to the one of the host's

own IP addresses normally do not appear on the corresponding network. For example,

on an Ethernet, normally the packet is not transmitted and then read back. Comments

in some of the BSD Ethernet device drivers indicate that many Ethernet interface cards

are not capable of reading their own transmissions. Since a host must process IP data-

grams that it sends to itself, handling these packets as shown in Figure 2.4 is the sim-

plest way to accomplish this.

The 4.4BSD implementation defines the variable useloopback and initializes it to 1. If this

variable is set to 0, however, the Ethernet driver sends local packets onto the network instead

of sending them to the loopback driver. This may or may not work, depending on your Ether-

net interface card and device driver.

2.8 MTU

As we can see from Figure 2.1, there is a limit on the size of the frame for both Ethernet

encapsulation and 802.3 encapsulation. This limits the number of bytes of data to 1500

and 1492, respectively. This characteristic of the link layer is called the MTU, its maxi-

mum transmission unit. Most types of networks have an upper limit.

If IP has a datagram to send, and the datagram is larger than the link layer's MTU,

IP performs fragmentation, breaking the datagram up into smaller pieces (fragments), so

that each fragment is smaller than the MTU. We discuss IP fragmentation in Sec-

tion 11.5.

Figure 2.5 lists some typical MTU values, taken from RFC 1191 [Mogul and Peering

19901. The listed MTU for a point-to-point link (e.g., SLIP or PPP) is not a physical char-

acteristic of the network media. Instead it is a logical limit to provide adequate

response time for interactive use. In the Section 2.10 we'll see where this limit comes

from.

In Section 3.9 we'll use the net stat command to print theMTU of an interface.
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Network MTU (bytes)

Hypeichannel 65535

16 Mbits/sec token ring (IBM) 17914

4 Mbits/sec token ring (IEEE 802.5) 4464

FDDI 4352

Ethernet 1500

IEEE 802.3/802.2 1492

X.25 576

Point-to-point (low delay) 296

Figure 2-5 Typical maximum transmission units (MTUs).

2.9 Path MTU

When two hosts on the same network are communicating with each other, it is the MTU
of the network that is important But when two hosts are communicating across multi-

ple networks, each link can have a different MTU. The important numbers are not the

MTUs of the two networks to which the two hosts connect, but rather the smallest MTU
of any data link that packets traverse between the two hosts. This is called the path

MTU.
The path MTU between any two hosts need not be constant. It depends on the

route being used at any time. Also, routing need not be symmetric (the route from A to

B may not be the reverse of the route from B to A), hence the path MTU need not be the

same in the two directions.

RFC 1191 [Mogul and Deering 1990] specifies the "path MTU discovery mecha-

nism/' a way to determine the path MTU at any time. We'll see how this mechanism

operates after we've described ICMP and IP fragmentation. In Section 11.6 we'll exam-

ine the ICMP unreachable error that is used with this discovery mechanism and in Sec-

tion 11.7 we'll show a version of the traceroute program that uses this mechanism to

determine the path MTU to a destination. Sections 11.8 and 24.2 show how UDP and

TCP operate when the implementation supports path MTU discovery.

2.10 Serial Line Throughput Calculations

If the line speed is 9600 bits/sec, with 8 bits per byte, plus 1 start bit and 1 stop bit, the

line speed is 960 bytes/sec. Transferring a 1024-byte packet at this speed takes 1066 ms.

If we're using the SLIP link for an interactive application, along with an application

such as FTP that sends or receives 1024-byte packets, we have to wait, on the average,

half of this time (533 ms) to send our interactive packet.

This assumes that our interactive packet will be sent across the link before any fur-

ther "big" packets. Most SLIP implementations do provide this typeof-service queue-

ing, placing interactive traffic ahead of bulk data traffic. The interactive traffic is

normally Telnet, Rlogin, and the control portion (the user commands, not the data) of

FTP.
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This type of service queueing is imperfect. It cannot affect noninteractive traffic thatds already

queued downstream (e.g., at the serial driver). Also newer modems have large buffers so non-

interactive traffic may already be buffered in the modern.

Waiting 533 ms is unacceptable for interactive response. Human factors studies

have found that an interactive response time longer than 100-200 ms is perceived as

bad Qacobson 1990a]. This is the round-trip time for an interactive packet to be sent

and something to be returned (normally a character echo).

Reducing the MTU of the SLIP link to 256 means the maximum amount of time the

link can be busy with a single frame is 266 ms, and half of this (our average wait) is 133

ms. This is better, but still not perfect. The reason we choose this value (as compared to

64 or 128) is to provide good utilization of the line for bulk data transfers (such as large

file transfers). Assuming a 5-byte CSLIP header, 256 bytes of data in a 261-byte frame

gives 98.1% of the line to data and 1.9% to headers, which is good utilization. Reducing

the MTU below 256 reduces the maximum throughput that we can achieve for bulk

data transfers.

The MTU value listed in Figure 2.5, 296 for a point-to-point link, assumes 256 bytes

of data and the 40-byte TCP and IP headers. Since the MTU is a value that IP queries

the link layer for, the value must include the normal TCP and IP headers. This is how
IP makes its fragmentation decision. IP knows nothing about the header compression

that CSLIP performs.

Our average wait calculation (one-half the time required to transfer a maximum
sized frame) only applies when a SLIP link (or PPP link) is used for both interactive traf-

fic and bulk data transfer. When only interactive traffic is being exchanged, 1 byte of

data in each direction (assuming 5-byte compressed headers) takes around 12.5 ms for

the round trip at 9600 bits/sec. This is well within the 100-200 ms range mentioned

earlier. Also notice that compressing the headers from 40 bytes to 5 bytes reduces the

round-trip time for the 1 byte of data from 85 to 12.5 ms.

Unfortunately these types of calculations are harder to make when newer error cor-

recting, compressing modems are being used. The compression employed by these

modems reduces the number of bytes sent across the wire, but the error correction may
increase the amount of time to transfer these bytes. Nevertheless, these calculations

give us a starting point to make reasonable decisions.

In later chapters we'll use these serial line calculations to verify some of the timings

that we see when watching packets go across a serial link-

2.1 1 Summary

This chapter has examined the lowest layer in the Internet protocol suite, the link layer.

We looked at the difference between Ethernet and IEEE 802.2/802.3 encapsulation, and

the encapsulation used by SLIP and PPP. Since both SLIP and PPP are often used on

slow links, both provide a way to compress the common fields that don't often change.

This provides better interactive response.

The loopback interface is provided by most implementations. Access to this inter-

face is either through the special loopback address, normally 127.0.0.1, or by sending IP



3

IP: Internet Protocol

Introduction

IP is the workhorse protocol of the TCP/IP protocol suite. All TCP, UDP, ICMP, and
IGMP data gets transmitted as IP datagrams (Figure 1.4). A fact that amazes many
newcomers to TCP/IP, especially those from an X.25 or SNA background, is that IP pro-
vides an unreliable, connectionless datagram delivery service.

By unreliable we mean there are no guarantees that an IP datagram successfully gets
to its destination. DP provides a best effort service. When something goes wrong, such
as a router temporarily running out of buffers, IP has a simple error handling algorithm:
throw away the datagram and try to send an ICMP message back to the source. Any
required reliability must be provided by the upper layers (e.g., TCP).

The term connectionless means that IP does not maintain any state information about
successive datagrams. Each datagram is handled independently from all other data-
grams. This also means that BP datagrams can get delivered out of order. If a source
sends two consecutive datagrams (first A, then B) to the same destination, each is

routed independently and can take different routes, with B arriving before A.
In this chapter we take a brief look at the fields in the IP header, describe IP routing,

and cover subnetting. We also look at two useful commands: ifconfig and netstat.
We leave a detailed discussion of some of the fields in the IP header for later when we
can see exactly how the fields are used. RFC 791 [Postel 1981a] is the official specifica-

tion of IP.

33
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3.2 IP Header

Figure 3.1 shows the format of an IP datagram. The normal size of the IP header is 20

bytes, unless options are present.

0 15 16 31

4-bit

version

4-bit header

length

8-bit type of service

(TOS)
16-bit total length (in bytes)

16-bit identification
Hit
flags

13-bit fragment offset

8-bit time to live

(TTL)
8-bit protocol 16-bit header checksum

32-bit source IPaddress

32-bit destination BP address

options (ifany)

20 bytes

/ data 7

Figure 3.1 IP datagram, showing the fields in the IP header.

We will show the pictures of protocol headers in TCP/BP as in Figure 3.1. The most sig-

nificant bit is numbered 0 at the left, and the least significant bit of a 32-bit value is num-

bered 31 on the right.

The 4 bytes in the 32-bit value are transmitted in the order bits 0-7 first, then bits

8-15, then 16-23, and bits 24-31 last This is called big endian byte ordering, which is

the byte ordering required for all binary integers in the TCP/IP headers as they traverse

a network. This is called the network byte order. Machines that store binary integers in

other formats, such as the little endian format, must convert the header values into the

network byte order before transmitting the data.

The current protocol version is 4, so DP is sometimes called IPv4. Section 3.10 dis-

cusses some proposals for a new version of IR

The header length is the number of 32-bit words in the header, including any options.

Since this is a 4-bit field, it limits the header to 60 bytes. In Chapter 8 we'll see that this

limitation makes some of the options, such as the record route option, useless today.

The normal value of this field (when no options are present) is 5.

The type-of-service field (TOS) is composed of a 3-bit precedence field (which is

ignored today), 4 TOS bits, and an unused hit that must be 0. The 4 TOS bits are: mini-

mize delay, maximize throughput, maximize reliability, and mmimize monetary cost.
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Only 1 of these 4 bits can be turned on. If all 4 bits are 0 it implies normal service.

RFC 1340 [Reynolds and Postel 1992] specifies how these bits should be set by all the

standard applications. RFC 1349 [Almquist 1992] contains some corrections to this RFC,

and a more detailed description of the TOS feature.

Figure 32 shows the recommended values of the TOS field for various applications.

In the final column we show the hexadecimal value, since that's what we'll see in the

tcpdump output later in the text.

Application

Telnet/Rlogin

FTP
control

data

anybulk data

TFTP
SMTP
command phase

data phase

DNS
UDP query

TCP query

zone transfer

ICMP
error

query

anylGP
SNMP
BOOTP
NNTP

Minimize

delay

1

1

0

0

1

1

0

1

0

0

0

0

0

0

0

0

Maximize

throughput

Maximize

reliability

0

1

1

0

0

1

0

0

1

0

0

0

0

0

0

0

0

0

0

0

0

0

0

0

0

0

1

1

0

0

Minimize

monetary cost

0

0

0

0

0

0

0
0

0

0

0

0

0

0

1

Hex
value

0x10

0x10

0x08

0x08

0x10

0x10

0x08

0x10

0x00

.0x08

0x00

0x00

0x04

0x04

0x00

0x02

Figure 3.2 Recommended values for typeof-service field.

The interactive login applications, Telnet and Rlogin, want a minimum delay since

they're used interactively by a human for small amounts of data transfer Rk transfer

by FTP, on the other hand, wants maximum throughput. Maximum reliability is speci-

fied for network management (SNMP) and the routing protocols. Usenet news (NNTP)

is the only one shown that wants to rninimize monetary cost.

The TOS feature is not supported by most TCP/IP implementations today, though

newer systems starting with 4.3BSD Reno are setting it. Additionally, new routing pro-

tocols such as OSPF and IS-IS are capable of making routing decisions based on this

field.

In Section 2 10 we mentioned that SUP drivers normally provide typeof-service queueing,

allowing interactive traffic to be handled before bulk data. Since most implementations don

use theTOS field, this queueing is done ad hoc by SUP, with the driver looking at the protocol

fi>M (todetermine whether it's aTCP segment or not) and then checking the source and desti-

nationTCP portnumbers to see il the port number corresponds to an interactive sen ice. Une

driver comments that this "disgusting hack" is required since most implementations don t

allow fee application to set the TOS field.
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The total length field is the total length of the IP datagram in bytes. Using this field

and the header length field, we know where the data portion of the IP datagram starts,

and its length. Since this is a 16-bit field, the maximum size of an IP datagram is 65535

bytes. (Recall from Figure 2.5 [p. 30] that a Hyperchannel has an MTU of 65535. This

means there really isn't an MTU—it uses the largest IP datagram possible.) This field

also changes when a datagram is fragmented, which we describe in Section 11.5.

Although it's possible to send a 65535-byte IP datagram, most link layers will frag-

ment this. Furthermore, a host is not required to receive a datagram larger than 576

bytes. TCP divides the user's data into pieces, so this limit normally doesn't affect TCP.

With UDP well encounter numerous applications in later chapters (RIP, TFTP, BOOTP,
the DNS, and SNMP) that limit themselves to 512 bytes of user data, to stay below this

576-byte limit Realistically, however, most implementations today (especially those

that support the Network File System, NFS) allow for just over 8192-byte IP datagrams.

The total length field is required in the BP header since some data links (e.g., Ether-

net) pad small frames to be a minimum length. Even though the minimum Ethernet

frame size is 46 bytes (Figure 21), an IP datagram can be smaller. If the total length

field wasn't provided, the IP layer wouldn't know how much of a 46-byte Ethernet

frame was really an IP datagram.

The identification field uniquely identifies each datagram sent by a host. It normally

increments by one each rime a datagram is sent. We return to this field when we look at

fragmentation and reassembly in Section 11.5. Similarly, we'll also look at theflags field

and thefragmentation offset field when we talk about fragmentation. ^.

RFC 791 iPostel 1981a] says that the identification field should be chosen by the upper layer

that is having IP send the datagram. This implies that two consecutive IP datagrams, one gen-

erated by TCP and one generated by UDP, can have the same identification field. While this is

OK (the reassembly algorithm handles this), most Berkeley-derived implementations have the

IP layer increment a kernel variable each time an IP datagram is sent, regardless of which layer

passed the data to IP to send. This kernel variable is initialized to a value based on the time-of-

day when the system is bootstrapped.

The time-to-live field, or TTL, sets an upper limit on the number of routers through

which a datagram can pass. It limits the lifetime of the datagram. It is initialized by the

sender to some value (often 32 or 64) and decremented by one by every router that han-

dles the datagram- When this field reaches 0, the datagram is thrown away, and the

sender is notified with an ICMP message. This prevents packets from getting caught in

routing loops forever. We return to this field in Chapter 8 when we look at the Trace-

route program.

We talked about the protocol field in Chapter 1 and showed how it is used by DP to

demultiplex incoming datagrams in Figure 1-8. It identifies which protocol gave the

data for IP to send.

The lieader checksum is calculated over the IP header only. It does not covet any data

that follows the header. ICMP, IGMP, UDP, and TCP all have a checksum in their own
headers to cover their header and data.

To compute the IP checksum for an outgoing datagram, the value of the checksum

field is first set to 0. Then fhe 16-hit one's complement sum of the header is calculated

(Le., the entire header is considered a sequence of 16-bit words). The 16-bit one's
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complement of this sum is stored in the checksum field. When an IP dataeram isreceived the 16-bit one's complement sum of the header is calculated Stace thereceiver s calculated checksum contains the checksum stored by the sender £ereceiver s checksum is all one bits if nothing in the header was modified. If the resultnot all one bits (a checksum error), IP discards the received datagram. No error mes-

atdrSrSmit^* " * "P t0 ^ * ***** dah8nun

KMP, IGMP, UDP, and TCP all use the same checksum algorithm, although TCP

data. RFC 1071 [Braden, Borman, and Partridge 1988] contains implementation tech-niques for computing the Internet checksum. Since a .outer often changes only the ?TLheld (decrementmg it by 1), a router can incrementally update the checksum when itforwards a received datagram, instead of calculating the checksum over the entire IPheader again. RFC 1141 [Mallory and Kullberg 1990] describes an efficient to do

SLtS?5£r-"t howevCT' does^-^«—
I
«*—*—

Every IP datagram contains the source IP address and the destination IP addressThese are the 32-bit values that we described in Section 1.4.^ final field, the options, is a variable-length list of optional information for thedatagram. The options currently defined are:

•
ff

Uri
5L

a
^

C

!
handlmS restrictions (for military applications, refer to RFC 1108

IKent 1991] for details),

• record route (have each router record its BP address, Section 7.3),

• timestamp (have each router record its IP address and time, Section 7.4),

• loose source routing (specifying a list of IP addresses that must be traversed bv
the datagram, Section 8.5), and y

• strict source routing (similar to loose source routing but here only the address^
in the list can be traversed, Section 8.5).

These options are rarely used and not all host and routers support all the options

aa
™e °Pfaons field ends on a 32-bit boundary. Pad bytes with a value of 0 areadded if necessary. This assures that the IP header is always a multiple of 32 bits (as

required for the header length field).

IP Routing

Conceptually, IP routing is simple, especially for a host If the destination is direcdy
connected to the host (eg., a point-to-point link) or on a shared network (e.g., Ethernet
or tocrn ring), then the IP datagram is sent direcdy to the destination. Otherwise the
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host sends the datagram to a default router, and lets the router deliver the datagram to

its destination. This sample scheme handles most host configurations.

In this section and in Chapter 9 we'll look at the more general case where the IP
layer can be configured to act as a router in addition to acting as a host Most multiuser
systems today, including almost every Unix system, can be configured to act as a router.

We can then specify a single routing algorithm that both hosts and routers can use. The
fundamental difference is that a host never forwards datagrams from one of its inter-

faces to another, while a router forwards datagrams. A host that contains embedded
router functionality should never forward a datagram unless it has been specifically

configured to do so. We say more about this configuration option in Section 9.4.

In our general scheme, IP can receive a datagram from TCP, UDP, ICMP, or IGMP
(that is, a locally generated datagram) to send, or one that has been received from a net-

work interface (a datagram to forward). The IP layer has a routing table in memory that

it searches each time it receives a datagram to send. When a datagram is received from
a network interface, IP first checks if the destination IP address is one of its own IP
addresses or an BP broadcast address. If so, the datagram is delivered to the protocol

module specified by the protocol field in the IP header If the datagram is not destined
for this IP layer, then (1) if the IP layer was configured to act as a router the packet is for-

warded (that is, handled as an outgoing datagram as described below), else (2) the data-

gram is silently discarded.

Each entry in the routing table contains the following information:

• Destination IP address. This can be either a complete host addresser a network

address, as specified by the flag field (described below) for Axis entry. A host

address has a nonzero host ID (Figure 1.5) and identifies one particular host,

while a network address has a host ID of 0 and identifies all the hosts on that

network (e.g., Ethernet, token ring).

• IP address of a next-hop router, or the IP address of a directly connected network.
A next-hop router is one that is on a directly connected network to which we can
send datagrams for delivery. The next-hop router is not the final destination, but
it takes the datagrams we send it and forwards them to the final destination.

• Flags. One flag specifies whether the destination IP address is the address of a

network or the address of a host. Another flag says whether the next-hop router

field is really a next-hop router or a directly connected interface. (We describe

each of these flags in Section 9.2.)

0 Specification of which network interface the datagram should be passed to for

transmission.

IP routing is done on a hop-by-hop basis. As we can see from this routing table

infoirnatiori, IP does not know the complete route to any destination (except, of course,

those destinations that are directly connected to the sending host). All that BP routing

provides is the IP address of the next-hop router to which the datagram is sent. It is

assumed that the next-hop router is really "closer" to the destination than the sending
host is, and that the next-hop router is direct!) 7 connected to the sending host.
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IP routing performs the following actions:

1. Search the routing table for an entry that matches the complete destination IP
address (matching network ID and host ID). If found, send the packet to the
indicated next-hop router or to Ihe directly connected interface (depending on
the flags field). Point-to-point links are found here, for example, since the other
end of such a link is the other host's complete IP address.

2. Search the routing table for an entry that matches just the destination network
ID. If found, send the packet to the indicated next-hop router or to the directly
connected interface (depending on the flags field). All the hosts on the destina-
tion network can be handled with this single routing table entry. All the hosts
on a local Ethernet, for example, are handled with a routing table entry of this
type.

This check for a network match must take into account a possible subnet mask,
whichwe describe in the next section.

3. Search the routing table for an entry labeled "default." If found, send the packet
to the indicated next-hop router.

If none of the steps works, the datagram is undeliverable. If the undefiverable data-
gram was generated on this host, a "host unreachable" or "network unreachable" error
is normally returned to the application that generated the datagram. —

A complete matching host address is searched for before a matching network ID.
Only if both of these fail is a default route used. Default routes, along with the ICMP
redirect message sent by a next-hop router (if we chose the wrong default for a data-
gram), are powerful features of IP routing that we'll come back to in Chapter 9.

The ability to specify a route to a network, and not have to specify a route to every
host, is another fundamental feature of IP routing. Doing this allows the routers on the
Internet, for example, to have a routing table with thousands of entries, instead of a
routing table with more than one million entries.

Examples

First consider a simple example our host bsdi has an rP datagram to send to our host
sun. Both hosts are on the same Ethernet (see inside front cover). Figure 33 shows the
delivery of the datagram.

When IP receives the datagram from one of the upper layers it searches its routing
table and finds that the destination IP address (140.252.1333) is on a directly connected
network (the Ethernet 140.252.13.0). A matching network address is found in the rout-
ing table. (In the next section we'll see mat because of subletting the network address
of this Ethernet is really 140.252.1332, but that doesn't affect this discussion of routing.)

The datagram is passed to the Ethernet device driver, and sent to sun as an Ether-
net frame (figure 2.1). The destination address in the IP datagram is Sun's EP address
(140.25Z13.33) and the destination address in the link-layer header is the 48-bit Ethernet
address of sun's Ethernet interface. This 48-bit Ethernet address is obtained using ARP,
as we describe in the next chapter.
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TCP: Transmission Control

Protocol

17.1 Introduction

In this chapter we provide a description of the services provided by TCP for the applica-

tion layer. We also look at the fields in the TCP header. In the chapters that follow we

examine all of these header fields in more detail, as we see how TCP operates.

Our description of TCP starts in this chapter and continues in the next seven chap-

ters. Chapter 18 describes how a TCP connection is established and terminated, and

Chapters 19 and 20 look at the normal transfer of data, both for interactive use (remote

login) and bulk data (file transfer). Chapter 21 provides the details of TCP's timeout

and retransmission, followed by two other TCP timers in Chapters 22 and 23. Finally

Chapter 24 takes a look at newer TCP features and TCP performance.

The original specification for TCP is RFC 793 [Postel 1981c], although some errors in

that RFC are corrected in the Host Requirements RFC.

17.2 TCP Services

Even though TCP and UDP use the same network layer (IP), TCP provides a totally dif-

ferent sendee to the application layer than UDP does. TCP provides a connection-

oriented, reliable, byte stream service.

The term connection-oriented means the two applications using TCP (normally con-

sidered a client and a server) must establish a TCP connection with each other before

they can exchange data. The typical analogy is dialing a telephone number, waiting for

the other party to answer the phone and say "hello," and then saying who's calling. In

Chapter 18 we look at how a connection is established, and disconnected some time

later when either end is done.

223
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^---ing,^^^^^-t«ê ^^ since !P datagrams

resequences the data if«£L^? can amve out of order. A receiving TCP
to the application. ^ feceived data in correct order

• Stace IP da.agra.ns can ge, duplicated, a receiving TCP must discard duplicate

much data as the receiverhaXSfe ^ e"d to send 35

all the buffers on a slower host
P"""""5 a fet h°St from laki"8

appttrC^r^rdtaTT ^ TCT COnnMion *« t»
we called a 5^™^!™^^ «

™erted by TCP. Thts is what
a write of 2,/bvtes. folio3by^Jg^ZZT?* 7*? 10 f°U°"'ed*
the connection cannot tell what 21 1 T, '

6 aPPllcan°n at *e other end of

data^z^c^z:bt.^rs br a

:

au
-^ has -° i<te if ,h*

whatever. The interpretation of th£Z I f characters, EBCDIC characters, or

the connection.
r ™S °yte Str6am 15 UP to the aPP"cations on each end of



Section 17.3 TCP Header 225

This treatment of the byte stream by TCP is similar to the treatment of a file by tt\e Unix oper-
ating system. The Unix kernel does no interpretation whatsoever of the bytes that an applica-
tion reads or write—that is up to the applications. There is no distinction to the Unix kernel
between a binary file or a file containing lines of text.

17.3 TCP Header

Recall that TCP data is encapsulated in an IP datagram, as shown in Figure 17.1.

\< IP datagram

TCP segment

IP

header

TCP
header

TCP data

20 bytes 20 bytes

Figure 17.1 Encapsulation of TCP data in an IP datagram.

Figure 17.2 shows the format of the TCP header. Its normal size is 20 bytes, unless
options are present. ^

o . 15 16

16-bit source port number 16-bit destination port number

32-bit sequence number

32-bit acknowledgment number

4-bit header

length

reserved

(6 bits)

u
l

A P R S
R C S s Y
G K H T N

16-bit TCP checksum

16-bit window size

16-bit urgent pointer

7 options (if any)

data (if any)

31

20 bytes

Figure 17.2 TCP header.
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There are six flag bits in the TCP header. One or more of them can be turned on at

the same time. We briefly mention their use here and discuss each flag in more detail in

later chapters. *

URG The urgent pointer is valid (Section 20.8).

ACK The acknowledgment number is valid.

PSH The receiver should pass this data to the application as soon as possible (Sec-

tion 20.5).

RST Reset the connection (Section 18.7).

SYN Synchronize sequence numbers to initiate a connection. This flag and the

next are described in Chapter 18.

FIN The sender is finished sending data.

TCP's flow control is provided by each end advertising a window size. This is the

number of bytes, starting with the one specified by the acknowledgment number field,

that the receiver is willing to accept. This is a 16-bit field, limiting the window to 65535

bytes. In Section 24.4 we'll look at the new window scale option that allows this value

to be scaled, providing larger windows.

The checksum covers the TCP segment the TCP header and the TCP data. This is a

mandatory field that must be calculated and stored by the sender, and then verified by

the receiver. The TCP checksum is calculated similar to the UDP checksum, using a

pseudo-header as described in Section 11.3.

The urgent pointer is valid only if the URG flag is set This pointer is a positive offset

that must be added to the sequence number field of the segment to yield the sequence

number of the last byte of urgent data. TCP's urgent mode is a way for the sender to

transmit emergency data to the other end. We'll look at this feature in Section 20.8.

The most common option field is the maximum segment size option, called the MSS.

Each end of a connection normally specifies this option on the first segment exchanged

(the one with the SYN flag set to establish the connection). It specifies the maximum

sized segment that the sender wants to receive. We describe the MSS option in more

detail in Section 18.4, and some of the other TCP options in Chapter 24.

In Figure 17.2 we note that the data portion of the TCP segment is optional. We'll

see in Chapter 18 that when a connection is established, and when a connection is termi-

nated, segments are exchanged that contain only the TCP header with possible options.

A header without any data is also used to acknowledge received data, if there is no data

to be transmitted in that direction. There are also some cases dealing with timeouts

when a segment can be sent without any data.

17.4 Summary

TCP provides a reliable, connection-oriented, byte stream, transport layer service. We
looked briefly at all the fields in the TCP header and will examine them in detail in the

following chapters.
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TCP Connection Establishment

and Termination

18.1 Introduction

TCP is a connection-oriented protocol. Before either end can send data to the other, a

connection must be established between them. In this chapter we take a detailed look at

how a TCP connection is established and later terminated.

This establishment of a connection between the two ends differs from a

connectionless protocol such as UDP. We saw in Chapter 11 that with UDP one end just

sends a datagram to the other end, without any preliminary handshaking.

18.2 Connection Establishment and Termination

To see what happens when a TCP connection is established and then terminated, we
type the following command on the system svr4:

svr4 % telnet bsdi discard
Trying 140.252.13.35 ...

Connected to bsdi

.

Escape character is '"]'.

~
] type Control, right bracket to talk to the Telnet client

telnet> Quit terminate the connection

Connection closed.

The telnet command establishes a TCP connection with the host bsdi on the port

corresponding to the discard service (Section 1.12). This is exactly the type of service we
need to see what happens when a connection is established and terminated, without

having the server initiate any data exchange.

229



tcpdump Output

Figure 18.1 shows the tcpdump output for the segments generated by this command.
1 o.o

2 0.002402 (0.0024)

3 0.007224 (0.0048)

4 4.155441 (4.1482)

5 4.156747 (0.0013)

6 4.158144 (0.0014)

7 4.180662 (0.0225)

svr4.1037 > bsdi .discard: S 1415531521:1415531521(0)
win 4096 <mss 1024>

bsdi. discard > svr4.1037: S 1823083521:1823083521(0)
ack 1415531522 win 4096
<mss 1024>

svr4.1037 > bsdi .discard: . ack 1823083522 win 4096

svr4.1037 > bsdi .discard: F 1415531522:1415531522(0)
ack 1823083522 win 4096

bsdi. discard > svr4.1037: . ack 1415531523 win 4096

bsdi. discard > svr4.1037: F 1823083522:1823083522(0)
ack 1415531523 win 4096

svr4.1037 > bsdi .discard: . ack 1823083523 win 4096
Figure 18.1 tcpdump output for TCP connection establishment and termination.

These seven TCP segments contain TCP headers only. No data is exchanged
For TCP segments, each output line begins with

source > destination: flags

where flags represents four of the six flag bits in the TCP header (Figure 17 2) Fig-ure 18.2 shows the five different characters that can appear in Aeflags output.

*

flag
3-character

abbreviation Description

s SYN synchronize sequence numbers
F FIN sender is finished sending data
R RST reset connection
P PSH push data to receiving process as soon as possible

none of above four flags is on

Figure 18.2 flag characters output by tcpdump for flag bits inTCP header.

In this example we see the s, F, and period. We'll see the other twoflags (R and p) later.

tcpdump'
^ Keader ^ bitS~ACK ^ URG-™ P^ted specially by

It's possible for more than one of the four flag bits in Figure 18.2 to be on in a single
segment, Dut we normally see only one on at a time.

RFC 1025 (Postal 1987], the TCP and IP Bake Off calls a segment with the maximum combina-
tion of allowable flag bits turned on at once (SYN, URG, PSH, FTN, and 1 byte of data) a
Kamikaze packet. It's also known as a nastygram, Christmas tree packet, and lamp test
segment. r r
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In line 1, the field 1415531521:1415531521 (0) means the sequence number of

the packet was 1415531521 and the number of data bytes in the segment was 0.

tcpdump displays this by printing the starring sequence number, a colon, the implied

ending sequence number, and the number of data bytes in parentheses. The advantage

of displaying both the sequence number and the implied ending sequence number is to

see what the implied ending sequence number is, when the number of bytes is greater

than 0. This field is output only if (1) the segment contains one or more bytes of data or

(2) the SYN, FIN, or RST flag was on. Lines 1, 2, 4, and 6 in Figure 18.1 display this field

because of the flag bits—we never exchange any data in this example.

In line 2 the field ack 1415531522 shows the acknowledgment number. This is

printed only if the ACK flag in the header is on.

The field win 4 0 9 6 in every line of output shows the window size being advertised

by the sender. In these examples, where we are not exchanging any data, the window
size never changes from its default of 4096. (We examine TCP's window size in Sec*

tion 20.4.)

The final field that is output in Figure 18.1, <mss 102 4> shows the maximum seg-

ment size (MSS) option specified by the sender. The sender does not want to receive TCP
segments larger than this value. This is normally to avoid fragmentation (Section 11.5).

We discuss the maximum segment size in Section 18.4, and show the format of the vari-

ous TCP options in Section 18.10.

Time Line

Figure 18.3 shows the time line for this sequence of packets. (We described some gen-

eral features of these time lines when we showed the first one in Figure 6.11, p. 80.) This

figure shows which end is sending packets. We also expand some of the tcpdump out-

put (e.g., printing SYN instead of S). In this time line we have also removed the win-

dow size values, since they add nothing to the discussion.

Connection Establishment Protocol

Now let's return to the details of the TCP protocol that are shown in Figure 18.3. To

establish a TCP connection:

1. The requesting end (normally called the client) sends a SYN segment specifying

the port number of the server that the client wants to connect to, and the client's

initial sequence number (ISN, 1415531521 in this example). This is segment 1.

2. The server responds with its own SYN segment containing the server's initial

sequence number (segment 2). The server also acknowledges the client's SYN
by ACKing the clienf-'s ISN plus one. A SYN consumes one sequence number.

3. The client must acknowledge this SYN from the server by ACKing the server's

ISN plus one (segment 3).

These three segments complete the connection establishment. This is often called the

three-way handshake.
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svr4.1037

bsdi.discard

0.0
segment 1

0.002402(0.0024)

0.007224(0.0048)
segment 3

SYN 1823083521:1823083521(0)
~

ack 1415531522, <mssl024>

ack
1823083522

4.155441 (4.1482)

4.156747(0.0013)

4.158144(0.0014)

4.180662 (0.0225)

segment 4

segment 7

segment 2

2

ack
1*23083522

ack 1415531523

FIN 1«^1Q83522:1823083522(0) ack 1415531523

segments

segment 6

Kg™* 183 TimelineofconnecHoneslablish.nentand
connection termination.
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counter that is incremented every 8
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microseconds, not every 4 microseconds.) Additionally each time a connection is established,

this variable is incremented by 64,000.
j

The 4.1-second gap between segments 3 and 4 is the time between establishing the

connection and typing the quit command to telnet to terminate the connection.

Connection Termination Protocol

While it takes three segments to establish a connection, it takes four to terminate a con-
nection. This is caused by TCP's half-close. Since a TCP connection is full-duplex (that

is, data can be flowing in each direction independently of the other direction), each
direction must be shut down independently. The rule is that either end can send a FIN
when it is done sending data. When a TCP receives a FIN, it must notify the application

that the other end has terminated that direction of data flow. The sending of a FIN is

normally the result of the application issuing a close.

The receipt of a FIN only means there will be no more data flowing in that direction.

A TCP can still send data after receiving a FIN. While it's possible for an application to

take advantage of this half-close, in practice few TCP applications use it. The normal
scenario is what we show in Figure 18.3. We describe the half-close in more detail in

Section 18.5.

We say that the end that first issues the close (e.g., sends the first FIN) performs the

active close and the other end (that receives this FIN) performs the passive'close. Nor-
mally one end does the active close and the other does the passive close, but we'll see in

Section 18.9 how both ends can do an active close.

Segment 4 in Figure 18.3 initiates the termination of the connection and is sent when
the Telnet client closes its connection. This happens when we type quit. This causes

the client TCP to send a FIN, closing the flow of data from the client to the server.

When the server receives the FIN it sends back an ACK of the received sequence
number plus one (segment 5). A FIN consumes a sequence number, just like a SYN. At
this point the server's TCP also delivers an end-of-file to the application (the discard

server). The server then closes its connection, causing its TCP to send a FIN (segment

6), which the client TCP must ACK by incrementing the received sequence number by
one (segment 7).

Figure 18.4 shows the typical sequence of segments that we've described for the ter-

mination of a connection. We omit the sequence numbers. In this figure sending the

FINs is caused by the applications closing their end of the connection, whereas the

ACKs of these FINs are automatically generated by the TCP software.

Connections are normally initiated by the client, with the first SYN going from the

client to the server. Either end can actively close the connection (i.e., send the first FIN).

Often, however, it is the client that determines when the connection should be termi-

nated, since client processes are often driven by an interactive user, who enters some-
thiug like "quit" lo tenninate. In Figure 18.4 we can switch the labels at the top, calling

the left side the server and the right side the client, and everything still works fine as

shown. (The first example in Section 14.4, for example, shows the daytime server clos-

ing the connection.)
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client server

application close

> deliver EOF to application

application close

Figure 18.4 Notmal exchange of segments during connection termination.

Normal tcpdump Output

Having to sort through all the huge sequence numbers is cumbersome, so the defaulttcpdump output shows the complete sequence numbers only on the SYN segmentsand shows all following sequence numbers as relative offsets from the original sequenSnumbers. (To generate the output for Figure 18.1 we had to specify the -i opto) Thenormal tcpdump output corresponding to Figure 18.1 is shown in Figure 18 5
i o.o svr4.1037 > bsdi .discard: S 1415531521:1415531521(0)

win 4096 <mss 1024>

bsdi. discard > syr4.1037: S 1823083521:1823083521(0)
ack 1415531522
win 4096 <mss 1024>

svr4.1037 > bsdi .discard: . ack 1 win 4096

svr4.1037 > bsdi .discard: F 1:1(0) ack 1 win 4096

bsdi. discard > svr4.1037: . ack 2 win 4096

bsdi. discard > svr4.1037: F 1:1(0) ack 2 win 4096

svr4.1037 > bsdi .discard: . ack 2 win 4096

Figure 18.5 Normal tcpdump output for connection establishment and termination.

2 0 .002402 (0 .0024)

3 0 00722<< <C .0048)

4 4 155441 (4 1482)

5 4. 156747 (0. 0013)

6 4. 158144 CO- 0014)

7 4. 180662 CO. 0225)

L'; "Jess v. , rieec io show the complete sequence numbers, we'll use this form of outputm all following examples. r
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18.3 Timeout of Connection Establishment

There are several instances when the connection cannot be established. In one example

the server host is down. To simulate this scenario we issue our telnet command after

disconnecting the Ethernet cable from the server's host. Figure 18.6 shows the

tcpdump output.

1 0.0 bsdi.1024 > svr4 . discard: S 291008001:291008001(0)
win 4096 <mss 1024>

[tos 0x10]

2 5.814797 ( 5.8148) bsdi.1024 > svr4 . discard: S 291008001:291008001(0)
win 4096 <mss 1024>

[tos 0x10]

3 29.815436 (24.0006) bsdi.1024 > svr4 . discard: S 291008001:291008001(0)
win 4096 <mss 1024>

[tos 0x10]

Figure 18.6 tcpdump output for connection establishment that times out.

The interesting point in this output is how frequently the client's TCP sends a SYN
to try to establish the connection. The second segment is sent 5.8 seconds after the first,

and the third is sent 24 seconds after the second.

As a side note, this example was run about 38 minutes after the client was rebooted. This cor-

responds with the initial sequence number of 291,008,001 (approximately 38 x 60 x 64000 x 2).

Recall earlier in this chapter we said that typical Berkeley-derived systems initialize the initial

sequence number to 1 and then increment it by 64,000 every half-second.

Also, this is the first TCP connection since the system was bootstrapped, which is why the

client's port number is 1024.

What isn't shown in Figure 18.6 is how long the client's TCP keeps retransmitting

before giving up. To see this we have to time the telnet command:

bsdi % date ; telnet svr4 discard ; date

Thu Sep 24 16:24:11 MST 1992

Trying 140.252.13.34...
telnet: Unable to connect to remote host: Connection timed out

Thu Sep 24 16:25:27 MST 1992

The time difference is 76 seconds. Most Berkeley-derived systems set a time limit of 75

seconds on the establishment of a new connection. We'll see in Section 21.4 that the

third packet sent by the client would have timed out around 16:25:29, 48 seconds after it

was sent, had the client not given up after 75 seconds.

First Tfmeout Period

One puzzling item in Figure 18.6 is that the first timeout period, 5.8 seconds, is close to 6

seconds, but not exact, while the second period is almost exactly 24 seconds. Ten more
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of these tests were run and the first timeout period took on varin,,c „a i, u

cover in later chapters. When we type in the r*i ™ ^eouts, all of which we

onds in the future. Figure 18.7 shows what's happening.
6 SeC"

11 10

11 clock ticks x 500 ms/tick = 5.5 seconds

8 7 6 5 a *

somewhere in here

application causes TCP
to set timeout for 6 sec.

(12 ticks) in the future

500 ms
per tick TCP reschedules

timeout for 24 sec.

in the future

Figure 18.7 TCP 500-ms timer.

Although the timer is initialized to 12 ticks, the first decrempnf „f ^
be^eenOandSOOr^ateitisset. F^tat^SS^SaZ
every 500 ms, but the first period can be variable. (Wfe use the quaMeT^bT^LSsstar eve,y500 - rw

since „ was set at a time when the TCP's 500-ms timer handler was called bytlXS
Type-of-Service Field

^S^i8'6
'

n°tatiQn ItOS 0x101 aPPeare " * type-of-servke (TOS) fieldmte IP datagram (Figure 3.2). The BSD/386 Telnet client seethe fieldfoS^

18.4 Maximum Segment Size

teoXTnT ST"*^ (MSS) 15^ Iarg6St "Chunk" °f data that TCP^ «end tothe other end. When a connection is established, each end can announce its MSS Thevalues we've seen have all been 1024. The resulting IP datagram is nonnaUy^ bvteslarger: 20 bytes for the TCP header and 20 bytes for the IT header
' ^

Some texts refer to this as a "negotiated" option. It is not negotiated in any way.When a connection is established, each end has the option of announcing the MSS it
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expects to receive. (An MSS option can only appear in a SYN segment.) If one end does

not receive an MSS option from the other end, a default of 536 bytes is assumed. (This

default allows for a 20-byte IP header and a 20-byte TCP header to fit into a 576-byte IP

datagram.)

In general, the larger the MSS the better, until fragmentation occurs. (This may not

always be true. See Figures 24.3 and 24.4 for a counterexample.) A larger segment size

allows more data to be sent in each segment, amortizing the cost of the IP and TCP
headers. When TCP sends a SYN segment, either because a local application wants to

initiate a connection, or when a connection request is received from another host, it can

send an MSS value up to the outgoing interface's MTU, minus the size of the fixed TCP

and IP headers. For an Ethernet this implies an MSS of up to 1460 bytes. Using IEEE

802.3 encapsulation (Section 2.2), the MSS could go up to 1452 bytes.

The values of 1024 that we've seen in this chapter, for connections involving

BSD/386 and SVR4, are because many BSD implementations require the MSS to be a

multiple of 512. Other systems, such as SunOS 4.1.3, Solaris 2.2, and AIX 3.2.2, all

announce an MSS of 1460 when both ends are on a local Ethernet. Measurements in

[Mogul 1993] show how an MSS of 1460 provides better performance on an Ethernet

than an MSS of 1024.

If the destination DP address is "nonlocal," the MSS normally defaults to 536. While

it's easy to say that a destination whose IP address has the same network ID and the

same subnet ID as ours is local, and a destination whose IP address has a totally differ-

ent network ID from ours is nonlocal, a destination with the same networlrfD but a dif-

ferent subnet ID could be either local or nonlocal. Most implementations provide a

configuration option (Appendix E and Figure E.l) that lets the system administrator

specify whether different subnets are local or nonlocal. The setting of this option deter-

mines whether the announced MSS is as large as possible (up to the outgoing interface's

MTU) or the default of 536.

The MSS lets a host limit the size of datagrams that the other end sends it When

combined with the fact that a host can also limit the size of the datagrams that it sends,

this lets a host avoid fragmentation when the host is connected to a network with a

small MTU.
Consider our host slip, which has a SLIP link with an MTU of 296 to the router

bsdi. Figure 18.8 shows these systems and the host sun.

MTU =1500 MTU =1500

> :

t

sun
> bsdi *

<

MTU=296 MTU-296

SYN <mss 1460>

SYN <mss 256">

Figure 18.8 TCP connection from sun to slip showing MSS values.
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We initiate a TCP connection from sun to slip and watch the segments usii
tcpdump. Figure 18.9 shows only the connection establishment (with the window si:

advertisements removed).
,

1 °-° sun. 1093 > slip. discard: S 517312000:517312000(0)
<mss 1460>

2 0.10 (0.00) slip. discard > sun. 1093: S 509556225:509556225(0)
ack 517312001 <mss 256>

3 0.10 (0.00) sun. 1093 > slip. discard: . ack 1

Figure 18.9 tcpdump output for connection establishment from sun to slip.

The important fact here is that sun cannot send a segment with more than 256 bytes of
data, since it received an MSS option of 256 (line 2). Furthermore, since slip knows
that the outgoing interface's MTU is 2%, even though sun announced an MSS of 1460,
it will never send more than 256 bytes of data, to avoid fragmentation. It's OK for a sys-
tem to send less than the MSS announced by the other end.

This avoidance of fragmentation works only if either host is directly connected to a
network with an MTU of less than 576. If both hosts are connected to Ethernets, and
both announce an MSS of 536, but an intermediate network has an MTU of 296, frag-
mentation will occur. The only way around this is to use the path MTU discovery
mechanism (Section 24.2).

18.5 TCP Half-Close

TCP provides the ability for one end of a connection to terminate its output, while still

receiving data from the other end. This is called a half-close. Few applications take
advantage of this capability, as we mentioned earlier.

To use this feature the programming interface must provide a way for the applica-
tion to say "I am done sending data, so send an end-of-file (FIN) to the other end, but I

still want to receive data from the other end, until it sends me an end-of-file (FIN)."

The sockets API supports the half-dose, if the application calls shutdown with a second argu-
ment of 1, instead of calling close. Most applications, however, terminate both directions of
tbe connection by calling close.

Figure 18.10 shows a typical scenario for a half-close. We show the client on the left

side initiating the half-close, but either end can do this. The first two segments are the
same: a FUST by the initiator, followed by an ACK of the FIN by the recipient. But it then
changes from Figure 18.4, because the side that receives the half-close can still send
data. We show only one data segment, followed by an ACK, but any number of data
segments can be sent. (We talk more about the exchange of data segments and
acknowledgments in Chapter 19.) When the end that received the half-close is done
sending data, it closes lis end of the connection, causing a FIN to be sent, and this deliv-
ers an end-of-file to the application that initiated the half-close. When this second FIN
is acknowledged, the connection is completely closed.
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client server

application shutdown

application read «-

deliver EOF to application <

^ckofdata

> deliver EOF to application

application write

<— application close

Figure 18.10 Example of TCP's half-close.

Why is there a half-close? One example is the Unix rsh(l) command, which exe-

cutes a command on another system. The command

sun % rsh bsdi sort < datafile

executes the sort command on the host bsdi with standard input for the rsh com-
mand being read from the file named datafile. A TCP connection is created by rsh
between itself and the program being executed on the other host. The operation of rsh
is then simple: it copies standard input (datafile) to the connection, and copies from
the connection to standard output (our terminal). Figure 18.11 shows the setup.

(Remember that a TCP connection is full-duplex.)

standard ,

ho* a™ host bsdi
datafxle :

—— - ^
^ - ^ TCP connection

rsh y± -<i

. . standard
terminal^ ^

output 1 1

Figure 18.11 The command: rsh bsdd sort < datafile.

On the remote host bsdi the rshd server executes the sort program so that its stan-

dard input and standard output are both the TCP connection. Chapter 14 of [Stevens

1990] details the Unix process structure involved, but what concerns us here is the use

of the TCP connection and the required use of TCP's half-close.
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t P10^^ cannot generate any output until all of its input has been readAll the initial data across the connection is from the rsh client to the sort server send

'

ing the file to be sorted. When the end-of-file is reached on the input (datafil'e) thrsh client performs a half-close on the TCP connection. The sort server then receive!an end-of-file on its standard input (the TCP connection), sorts the file, and writes tiS
result to its standard output (the TCP connection). The rsh client continues readingend of the TCP connection, copying the sorted file to its standard output™th

°,
Ut 3 half^lose

'
some other technique is needed to let the client tell the serverthat the client is finished sending data, but still let the client receive data from the

ra^n^H
crrtions could be used as m atema** but a c«on won

18.6 TCP State Transition Diagram

We've described numerous rules regarding the initiation and termination of a TCP con

h3£Lmz^^ ^ SUmmarized m 3 State <toe*°* which we show

The first thing to note in this diagram is that a subset of the state transitions is "typi-
cal We ve marked the normal client transitions with a darker solid arrow and the normal server transitions with a darker dashed arrow.

Next, the two transitions leading to the ESTABLISHED state correspond to opening;a connection, and the two transitions leading from the ESTABLISHED state are for the
termination of a connection. The ESTABLISHED state is where data transfer can occurbetween the two ends in both directions. Later chapters describe what happens in this

We've collected the four boxes in the lower left of this diagram within a dashed boxand labeled it active close." Two other boxes (CLOSE_WAIT and LASTACK) are col-
lected in a dashed box with the label "passive close."

The names of the 11 states (CLOSED, LISTEN, SYN.SENT, etc.) in this figure were
purposely chosen to be identical to the states output by the netstat command The

pp^of ™r^' ^ 3lmOSt idCntiCal *° n™** originally described inRFC 793. The state CLOSED is not really a state, but is the imaginary starting point and
ending point for the diagram.

The state transition from LISTEN to SYN.SENT is legal but is not supported in
berkeley-derived implementations.

The transition from SYN.RCVD back to LISTEN is valid only if the SYN RCVD
state was entered from the LISTEN state (the normal scenario), not from the SYN.SENT
state (a simultaneous open). This means if we perform a passive open (enter LISTEN)
receive a SYN, send a SYN with an ACK (enter SYN_RCVD), and then receive a reset
instead of an ACK, the end point returns to the LISTEN state and waits for another con-
nection request to arrive.
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Figure 18.3 showing only the states
S6rVer pasS

"
lt fa a r«lo of

client
server

(active open) SYNSENT

ESTABLISHED

LISTEN (passive open)

SYNRCVD

ESTABLISHED

(active close) HN_WAIT_1

FIN_WAIT_2

HME_WAIT

CLOSE_WATT (passive close)

LASTACK

CLOSED

Figure 18.13 TCP states corresponding to normal connection establishment and termination.

"*5^7o"rr
CIient doin8 1116^ SX State^ ^ RgUre 1813^ state transi-

takes pbce. ^ 812
'
mahl* Certam^ understand why each state cha^e

2MSL Wait State

The TIME_WAIT state is also called the 2MSL wait v ,
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time any segment can exist in the network before being discarded. We know this time

limit is bounded, since TCP segments are transmitted as IP datagrams, and the IP data-

gram has the TTL field that limits its lifetime.

RFC 793 [Postel 1981c] specifies the MSL as 2 minutes. Common implementation values, how-
ever, are 30 seconds, 1 minute, or 2 minutes.

Recall from Chapter 8 that the real-world limit on the lifetime of the BP datagram is

based on the number of hops, not a timer.

Given the MSL value for an implementation, the rule is: when TCP performs an
active close, and sends the final ACK, that connection must stay in the TIMEJWAIT
state for twice the MSL. This lets TCP resend the final ACK in case this ACK is lost (in

which case the other end will time out and retransmit its final FIN).

Another effect of this 2MSL wait is that while the TCP connection is in the 2MSL
wait, the socket pair defining that connection (client IP address, client port number,

server IP address, and server port number) cannot be reused. That connection can only

be reused when the2MSL wait is over.

Unfortunately most implementations (i.e., the Berkeley-derived ones) impose a

more stringent constraint. By default a local port number cannot be reused while that

port number is the local port number of a socket pair that is in the 2MSL wait We'll see

examples of this common constraint below.

Some implementations and APIs provide a way to bypass this restriction, ^/ith the sockets

API, the SO_REUSEADDR socket option can be specified. It lets the caller assign itself a local

port number that's in the 2MSL wait, but we'll see that the rules of TCP still prevent this port

number from being part of a connection that is in the 2MSL wait.

Any delayed segments that arrive for a connection while it is in the 2MSL wait are

discarded. Since the connection defined by the socket pair in the 2MSL wait cannot be

reused during this time period, when we do establish a valid connection we know that

delayed segments from an earlier incarnation of this connection cannot be misinter-

preted as being part of the new connection. (A connection is defined by a socket pair.

New instances of a connection are called incarnations of that connection.)

As we said with Figure 18.13, it is normally the client that does the active close and

enters the TIME_WAIT state. The server usually does the passive close, and does not go

through the TIME_WAIT state. The implication is that if we terminate a client, and

restart the same client immediately, that new client cannot reuse the same local port

number. This isn't a problem, since clients normally use ephemeral ports, and don't

care what the local ephemeral port number is.

With servers, however, this changes, since servers use well-known ports. If we ter-

minate a server that has a connection established, and immediately try to restart the

server, the server cannot assign its well-known port number to its end point, since that

port number is part of a connection that is in a 2MSL wait. It may take from 1 to 4 min-

utes before the server can be restarted.

We can see this scenario using our sock program. We start the server, connect to it

from a client, and then terminate the server:
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Quiet Time Concept

The 2MSL wait provides protection against delayed segments from an earlier incarna-
tion of a connection from being interpreted as part of a new connection that uses the
same local and foreign IP addresses and port numbers. But this works only if a host
with connections in the 2MSL wait does not crash.

What if a host with ports in the 2MSL wait crashes, reboots within MSL seconds
and immediately establishes new connections using the same local and foreign IP
addresses and port numbers corresponding to the local ports that were in the 2MSL
wait before the crash? In this scenario, delayed segments from the connections that
existed before the crash can be misinterpreted as belonging to the new connections cre-
ated after the reboot. This can happen regardless of how the initial sequence number is
chosen after the reboot.

To protect against this scenario, RFC 793 states that TCP should not create any con-
nections for MSL seconds after rebooting. This is called the quiet time.

Few implementations abide by this since most hosts take longer than MSL seconds to reboot
after a crash.

FIN_WAIT_2 State

In the FIN_WAIT 2 state we have sent our FIN and the other end has acknowledged it.

Unless we have done a half-dose, we are waiting for the application on the other end to
recognize that it has received an end-of-file notification and close its end of the connec-
tion, which sends us a FIN. Only when the process at the other end does this close will
our end move from the FIN_WAIT_2 to the TTME_WAIT state.

This means our end of the connection can remain in this state forever. The other
end is still in the CLOSE_WAIT state, and can remain there forever, until the application
decides to issue its close.

Many Berkeley-derived implementations prevent this infinite wait in the HN_WAIT_2 state as
follows. If the application that does the active close does a complete close, not a half-dose
indicating that it expects to receive data, then a timer is set. If the connection is idle for 10 min-
utes plus 75 seconds, TCP moves the connection into the CLOSED state. A comment in the
code acknowledges that this implementation feature violates the protocol specification.

18.7 Reset Segments

We've mentioned a bit in the TCP header named RST for "reset." In general, a reset is
sent by TCP whenever a segment arrives that doesn't appear correct for the referenced
connection. (We use the term "referenced connection" to mean the connection specified
by the destination IP address and port number, and the source IP address and port
number. This is what RFC 793 calls a socket.)
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Connection Request to Nonexistent Port

A common case for generating a reset is when a connection request arrives and no pro-
cess is listening on the destination port. In the case of UDP, we saw in Section 6.5 that
an ICMP port unreachable was generated when a datagram arrived for a destination
port that was not in use. TCP uses a reset instead.

This example is trivial to generate—we use the Telnet client and specify a port
number that's not in use on the destination:

bsdi % telnet svr4 20000 port 20000 should not be in use

Trying 140 .252 . 13 . 34 . .

.

telnet: Unable to connect to remote host: Connection refused

This error message is output by the Telnet client immediately. Figure 18.14 shows the
packet exchange corresponding to this command.

1 0-0 bsdi. 1087 > svr4. 20000: S 297416193:297416193(0)
win 4096 <mss 1024>
[tos 0x10]

2 0.003771 (0.0038) svr4. 20000 > bsdi. 1087: R 0:0(0) ack 297416194 win 0

Figure 18.14 Reset generated by attempt to open connection to nonexistent port.

The values we need to examine in this figure are the sequence number field and
acknowledgment number field in the reset. Because the ACK bit was not on in the
arriving segment, the sequence number of the reset is set to 0 and the acknowledgment
number is set to the incoming ISN plus the number of data bytes in the segment.
Although there is no real data in the arriving segment, the SYN bit logically occupies 1

byte of sequence number space; therefore, in this example the acknowledgment number
in the reset is set to the ISN, plus the data length (0), plus one for the SYN bit.

Aborting a Connection

We saw in Section 18.2 that the normal way to terminate a connection is for one side to

send a FIN. This is sometimes called an orderly release since the FIN is sent after all pre-
viously queued data has been sent, and there is normally no loss of data. But ifs also
possible to abort a connection by sending a reset instead of a FIN. This is sometimes
called an abortive release.

Aborting a connection provides two features to the application: (1) any queued data
is thrown away and the reset is sent immediately, and (2) the receiver of the RST can tell

that the other end did an abort instead of a normal close. The API being used by the
application must provide a way to generate the abort instead of a normal close.

We can watch this abort sequence happen using our sock program. The sockets
API provides this capability by using the "linger on close" socket option (SO_JLINGER).
We specify the -L option with a linger time of 0. This causes the abort to be sent when
the connection is closed, instead of the normal FIN. We'll connect to a server version of
our sock program on svr4 and type one line of input:
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18.10 TCP Options

The TCP header can contain options (Figure 17.2). The only options defined in the orig-

inal TCP specification are the end of option list, no operation, and the maximum seg-

ment size option. We have seen the MSS option in almost every SYN segment in our

examples.

Newer RFCs, specifically RFC 1323 Qacobson, Braden, and Borman 1992], define

additional TCP options, most of which are found only in the latest implementations.

(We describe these new options in Chapter 24.) Figure 18.20 shows the format of the

current TCP options—those from RFC 793 and RFC 1323.

End of option list: kind=0

Ibyte

No operation: kmcU=l

Ibyte

Maximum segment size: kind=2 len=4

maximum
segment

size (MSS)

Ibyte Ibyte 2 bytes

Window scale factor: kind=3 len=3
shift

count

Ibyte Ibyte Ibyte

Timestamp: kind=8 len=10 timestamp value timestamp echo reply

Ibyte Ibyte 4 bytes 4 bytes

Figure 18.20 TCP options.

Every option begins with a 1-byte kind that specifies the type of option. The options

with a kind of 0 and 1 occupy a single byte. The other options have a len byte that fol-

lows the kind byte. The length is the total length, including the kind and len bytes.

The reason for the no operation (NOP) option is to aUow the sender to pad fields to

a multiple of 4 bytes. Ifwe initiate a TCP connection from a 4.4BSD system, the follow-

ing TCP options are output by tcpdump on the initialSYN segment

<mss 512, nop, wscale.O, nop, nop, timestamp 14 6647 0>

The MSS option is set to 512, followed by a NOP, followed by the window scale option.

The reason for the first NOP is to pad the 3-byte window scale option to a 4-byte
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boundary. Similarly, the 10-byte timestamp option is preceded by two NOPs, to occupy

12 bytes, placing the two 4-byte timestamps onto 4-byte boundaries.

Four other options have been proposed, with kinds of 4, 5, 6, and 7 called the selective-ACK

and echo options. We don't show them in Figure 18.20 because the echo options have been

replaced with the timestamp option, and selective ACKs, as currently defined, are still under

discussion and were not included in RFC 1323. Also, the T/TCP proposal forTCP transactions

(Section 24.7) specifies three options with kinds of 11, 12, and 13.

18.11 TCP Server Design

We said in Section 1.8 that most TCP servers are concurrent. When a new connection

request arrives at a server, the server accepts the connection and invokes a new process

to handle the new client. Depending on the operating system, various techniques are

used to invoke the new server. Under Unix the common technique is to create a new

process using the fork function. Lightweight processes (threads) can also be used, if

supported.

What we're interested in is the interaction of TCP with concurrent servers. We need

to answer the following questions: how are the port numbers handled when a server

accepts a new connection request from a client, and what happens if multiple connec-

tion requests arrive at about the same time? ^

TCP Server Port Numbers

We can see how TCP handles the port numbers by watching any TCP server. We'll

watch the Telnet server using the netstat command. The following output is on a

system with no active Telnet connections. (We have deleted all the lines except the one

showing the Telnet server.)

sun % netstat -a -n -f inet

Active Internet connections (including servers)

Proto Recv-Q Send-Q Local Address Foreign Address (state)

tCp 0 0 *.23 *•* LISTEN

The -a flag reports on all network end points, not just those that are ESTABLISHED.

The -n flag prints IP addresses as dotted-decimal numbers, instead of trying to use the

DNS to convert the address to a name, and prints numeric port numbers (eg., 23)

instead of service names (e.g., Telnet). The -f inet option reports only TCP and UDP

end points.

The local address is output as *.23, where the asterisk is normaUy called the

wildcard character. This means that an incoming connection request (i.e., a SYN) will be

accepted on any local interface. If the host were multihomed, we could specify a single

IP address for the local IP address (one of the host's IP addresses), and only connections

received on that interface would be accepted. (We'll see an example of this later m this

section.) The local port is 23, the well-known port number for Telnet.

The foreign address is output as * . *, which means the foreign IP address and for-

eign port number are not known yet, because the end point is in the LISTEN state, wait-

ing for a connection to arrive.
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We now start a Telnet client on the host slip (140.252.13.65) that connects to this

server. Here are the relevant lines from the netstat output:

Proto Recv-Q Send-Q

tcp 0 0

tcp 0 0

Local Address
140.252.13.33.23
*.23

Foreign Address
140.252.13.65.1029

(state)

ESTABLISHED
LISTEN

The first line for port 23 is the ESTABLISHED connection. All four elements of the local

and foreign address are filled in for this connection: the local IP address and port num-
ber, and the foreign IP address and port number. The local IP address corresponds to

the interface on which the connection request arrived (the Ethernet interface,

140.252.13.33).

The end point in the LISTEN state is left alone. This is the end point that the con-

current server uses to accept future connection requests. It is the TCP module in the

kernel that creates the new end point in the ESTABLISHED state, when the incoming

connection request arrives and is accepted. Also notice that the port number for the

ESTABLISHED connection doesn't change: it's 23, the same as the LISTEN end point.

We now initiate another Telnet client from the same client (slip) to this server.

Here is the relevant netstat output:

Proto Recv-Q Send-Q
tcp 0 0

tcp 0 0

tcp 0 0

Local Address
140.252.13.33.23
140.252.13.33.23
*.23

Foreign Address
140.252.13.65.1030
140.252.13.65.1029

(state)

ESTABLISHED*-.

ESTABLISHED
LISTEN

We now have two ESTABLISHED connections from the same host to the same server.

Both have a local port number of 23. This is not a problem for TCP since the foreign

port numbers are different. They must be different because each of the Telnet clients

uses an ephemeral port, and the definition of an ephemeral port is one that is not cur-

rently in use on that host (slip).

This example reiterates that TCP demultiplexes incoming segments using all four

values that comprise the local and foreign addresses: destination IP address, destination

port number, source IP address, and source port number. TCP cannot determine which

process gets an incoming segment by looking at the destination port number only Also,

the only one of the three end points at port 23 that will receive incoming connection

requests is the one in the LISTEN state. The end points in the ESTABLISHED state can-

not receive SYN segments, and the end point in the LISTEN state cannot receive data

segments.

Next we initiate a third Telnet client, from the host Solaris that is across the SLIP

link from sun, and not on its Ethernet.

Proto Recv-Q Send-Q
tcp 0 0

tcp 0 0

tcp 0 0

tcp 0 0

Local Address
140.252.1.29.23
140.252.13.33.23
140.252.13.33.23
*.23

Foreign Address
140.252.1.32.34603
140.252.13.65.1030
140.252.13.65.1029

(state)

ESTABLISHED
ESTABLISHED
ESTABLISHED
LISTEN

The local IP address of the first ESTABLISHED connection now corresponds to the inter-

face address of SLIP link on the multihomed host sun (140.252.1.29).
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TCP Bulk Data Flow

20.1 Introduction

In Chapter 15 we saw that TFTP uses a stop-and-wait protocol. The sender of a data
block required an acknowledgment for that block before the next block was sent In this
chapter we'll see that TCP uses a different form of flow control called a sliding window
protocoL It allows the sender to transmit multiple packets before it stops and waits for
an acknowledgment. This leads to faster data transfer, since the sender doesn't have to
stop and wait for an acknowledgment each time a packet is sent.

We also look at TCP's PUSH flag, something we've seen in many of the previous
examples. We also look at slow start, the technique used by TCP for getting the flow of
data established on a connection, and then we examine bulk data throughput.

20.2 Normal Data Flow

Let's start with a one-way transfer of 8192 bytes from the host svr4 to the host bsdi.
We run our sock program on bsdi as the server:

bsdi % sock -i -s 7777

The -i and -s flags tell the program to run as a "sink" server (read from the network
and discard the data), and the server's port number is specified as 7TT1. The corre-
sponding client is then run as:

svr4 % sock -i -n8 bsdi 7777

This causes the client to perform eight 1024-byte writes to the network. Figure 20

1

shows the time line for this exchange. We have left the first three segments in the out-
put to show the MSS values for each end.

275
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svr4.1056 bsdi.7777

0.0

0.002185 (0.0022)

0.007295(0.0051)

0.017868 (0.0106)

0.022699 (0.0048)

0.027650 (0.0050)

0.027799 (0.0001)

0.031881 (0.0041)

0.034789 (0.0029)

0.039276 (0.0045)

0.044618 (0.0053)

0.050326 (0.0057)

0.055286 (0.0050)

0.055441 (0.0002)

0.061742 (0.0063)

0.066206 (0.0045)

0.066850 (0.0006)

0.068216 (0.0014)

0.069358(0.0011)

0.075414 (0.0061)

11

12

13

15

17

SYN 1305814529:1305814529(0)

win 40%, <mss 1024>
~

ciYN 1367249409:1367249409(0)

ack 1305814530, win 40%, <mss 1UZ4>

ackl, win 4096

PSH 1:1025(1024) ackl, win 4096

PSH 1025:2049(1024) ackl, win 4096

PSH 2049:3073(1024) ack 1, win 4096

ack 2049, win 4096

•4
ack 3073, win 3072

1

^ "

PSH 3073:4097(1024) ack 1, win 4096

ack 4097, win 4096

PSH 4097:5121(1024) ackl, win 4096
^

PSH 5121:6145(1024) ack 1, win 4096

PSH 6145:7169(1024) ack 1, win 4096

ack 6145, win 4096

PSH 7169:8193(1024) ack 1, win 4096

ack 8193, win 4096

-4

FIN 8193:8193(0) ack 1, win 4096

ack 8194, win 4096

»»

<4

FT*! 1 1(0> ack 8194, win 4096

*g

)
ack 2, win 4096

o>

10

14

16

18

19

Fi> uu 2,1.1 Transfer of &192 Irani svr^ la bsdi.
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The sender transmits three data segments (4-6) first. The next segment (7)

acknowledges the first two data segments only. We know this because the acknowl-

edged sequence number is 2049, not 3073.

Segment 7 specifies an ACK of 2049 and not 3073 for the following reason. When a

packet arrives it is initially processed by the device driver's interrupt service routine

and then placed onto IP's input queue. The three segments 4, 5, and 6 arrive one after

the other and are placed onto IP's input queue in the received order. IP will pass them

to TCP in the same order. When TCP processes segment 4, the connection is marked to

generate a delayed ACK. TCP processes the next segment (5) and since TCP now has

two outstanding segments to ACK, the ACK of 2049 is generated (segment 7), and the

delayed ACK flag for this connection is turned off. TCP processes the next input seg-

ment (6) and the connection is again marked for a delayed ACK. Before segment 9

arrives, however, it appears the delayed ACK timer goes off, and the ACK of 3073 (seg-

ment 8) is generated. Segment 8 advertises a window of 3072 bytes, implying that there

are still 1024 bytes of data in the TCP receive buffer that the application has not read.

Segments 11-16 show the "ACK every other segment" strategy that is common.

Segments 11, 12, and 13 arrive and are placed on IP's input queue. When segment 11 is

processed by TCP the connection is marked for a delayed ACK. When segment 12 is

processed, an ACK is generated (segment 14) for segments 11 and 12, and the delayed

ACK flag for this connection is turned off. Segment 13 causes the connection to be

marked again for a delayed ACK but before the timer goes off, segment 15 is processed,

causing the ACK (segment 16) to be sent immediately.

It is important to notice that the ACK in segments 7, 14, and 16 acknowledge two

received segments. With TCP's sliding-window protocol the receiver does not have to

acknowledge every received packet. With TCP, the ACKs are cumulative—they

acknowledge that the receiver has correctly received all bytes up through the acknowl-

edged sequence number minus one. In this example three of the ACKs acknowledge

2048 bytes of data and two acknowledge 1024 bytes of data. (This ignores the ACKs in

the connection establishment and termination.)

What we are watching with tcpdump are the dynamics of TCP in action. The

ordering of the packets that we see on the wire depends on many factors, most of which

we have no control over: the sending TCP implementation, the receiving TCP imple-

mentation, the reading of data by the receiving process (which depends on the process

scheduling by the operating system), and the dynamics of the network (i.e., Ethernet

collisions and backoffs). There is no single correct way for two TCPs to exchange a

given amount of data.

To show how things can change, Figure 20.2 shows another time line for the same

exchange of data between the same two hosts, captured a few minutes after the one in
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svi4.1057 bsdi.8888

0.0

0.002159 (0.0022)

0.007097 (0.0049)

SYN 1332182529:1332182529(0
)

win 4096, <mss 1024>

SYN 1394129409:1394129409(0)

ack 1332182530, win 4096, <mss 1024>

ack 1, win 4096

7
0.017558 (0.0105) 4 PSH 1:1025(1024) ack 1 win *nc

0.022519(0.0050) 5 PSH 10252049(1024) ack 1. win 40QA

0.027456 (0.0049) 6 PSH 2049:3073a024) art 1 urinlfWfi

0.027595(0.0001)
ack 2049, win 4096

0.035231 (0.0076) 8
PSH 3073:4097(1024) ack 1. win 40%

0.040258 (0.0050) 9 PSH 40975121(1024) ark 1 win Ana*
*

0.040402(0.0001)

ack 4097, win 4096

0.046791 (0.0064) 11
PSH 5121:6145(1024) ack 1. win 4096

0.046930(0.0001)
ack 5121, win 40%

-4

0.055466(0.0085) 13
PSH 6145:7169(1024) ack 1, win 4096

0.060522 (0.0051) 14
PSH 7169:8193(1024) ack 1, win 4096

0.060662(0.0001)
ack 7169, win 40%

0.066479 (0.0058) 16 FIN 8193:8193(0) ack 1. win 4096

0.067878 (0.0014)

ack 8194, win 40%
-*

FIN 1:1(0) ack 8194, win 4096

0.068994 (0.0011) <S

0.087556 (0.0186) 19 ack 2, win 40%

10

12

15

17

18

Figure 20.2 Another transfer of 8192 bytes from svr4 to bsdi-

/ fV ;h*ingr h?ve changed, Till? f:;r?.iG the receiver does no; r?nd. an ACK of 3073;|

instead it waits and sends the ACK of 4097. The receiver sends only four ACKs (seg- |
ments 7, 10, 12, and 15): three of these are for 2048 bytes and one for 1024 bytes. The|

ACK of the final 1024 bytes of data appears in segment 17, along with the ACK of the;

FIN. (Compare segment 17 in this figure with segments 16 and 18 in Figure 20.1.)
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Fast Sender, Slow Receiver

Figure 20.3 shows another time line, this time from a fast sender (a Sparc) to a slow

receiver (an 80386 with a slow Ethernet card). The dynamics are different again.

sun.1181 bsdi.discard

0.0

0.002238 (0.0022)

0.003020(0.0008)

0.006806(0.0038)

0.008838(0.0020)

0.010490(0.0017)

0.012057(0.0016)

0.038562 (0.0265)

0.055994(0.0174)

0.057815(0.0018)

0.059777(0.0020)

0.061439 (0.0017)

0.062992 (0.0016)

0.071915 (0.0089)

0.074313 (0.0024)

0.075746 (0.0014)

0.076439 (0.0007)

7

SYN 690560000:690560000m)
wm 40%, <mss 1460>

SYN 9^153409:2566353409(0)

*4
ack 690560001, win 4096, <mss 1U24>

ack 1, win 4096

10

11

12

13

17

7
PSH 1:1025(1024) ack L win 4096

PSH 1025:2049(1024) ack 1, win 4096

PSH 2049:3073(1024) ack 1, win 4096

PSH 3073:4097(1024) ack 1, win 4096

*rk 4097, win 0

ack 4097, win 4096

4097:5121(1024) ack 1, win 4096

5121:6145(1024) ack 1, win 4096

6145:7169(1024) ack 1, win 4096

FIN,PSH 7169:8193(1024) ack 1, win 4096

ack 8194, winO
-4

ack 8194, win 4096

FIN 11(0) ack 8194, win 40%

ack 2, win 4096

14

15

16

Figure 203 Sending 8192 bytes from a fast sender to a slow receiver.

The sender transmits four back-to-back data segments (4-7) to rill the receiver's

window. The sender then stops and waits for an ACK. The receiver sends the ACK
(segment 8) but the advertised window is 0. This means the receiver has all the data,

but it's all in the receiver's TCP buffers, because the application hasn't had a chance to

read the data. Another ACK (called a window update) is sent 17.4 ms later, announcing

that the receiver can now receive another 4096 bytes. Although this looks like an ACK,

it is called a window update because it does not acknowledge any new data, it just

advances the right edge of the window.



280 TCP Bulk Data Flow Chapter 20'

The sender transmits its final four segments (10-13), again filling the receiver's win
dow. Notice that segment 13 contains two flag bits: PUSH and FIN. This is followed b

*

another two ACKs from the receiver. Both of these acknowledge the final 4096 bytes f
data (bytes 4097 through 8192) and the FIN (numbered 8193).

20.3 Sliding Windows

The sliding window protocol that we observed in the previous section can be visualized!
as shown in Figure 20.4.

offered window
(advertised by receiver)

usable window

6
J

7

sent and sent, notACKed

10 11

can't send until

window moves
acknowledged can send ASAP

Figure 20.4 Visualization of TCP sliding window.

In this figure we have numbered the bytes 1 through 11. The window advertised by the!

receiver is called the offered window and covers bytes 4 through 9, meaning that thel

receiver has acknowledged all bytes up through and including number 3, and has"

advertised a window size of 6. Recall from Chapter 17 that the window size is relative

to the acknowledged sequence number. The sender computes its usable window, which
is how much data it can send immediately.

Over time this sliding window moves to the right, as the receiver acknowledges

data. The relative motion of the two ends of the window increases or decreases the size

of the window. Three terms are used to describe the movement of the right and left

edges of the window.

1. The window closes as the left edge advances to the right. This happens when
data is sent and acknowledged.

2. The window opens when the right edge moves to the right, allowing more data

to be sent. This happens when the receiving process on the other end reads

acknowledged data, freeing up space in itsTCP receive buffer.

3. The window shrinks when the right edge moves to the left. The Host Require-

ments RFC strongly discourages this, but TCP must be able to cope with a peer

that does this. Section 22.3 shows an example when one side would like to

shrink the window by moving the right edge to the left, but cannot.

Figure 20.5 shows these tiuee terms. The left edge oi the window cannot move to

the left, because this edge is controlled by the acknowledgment number received from
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closes shrinks

window

opens

Figure 20.5 Movement of window edges.

the other end. If an ACK were received that implied moving the left edge to the left, it

is a duplicate ACK, and discarded.

If the left edge reaches the right edge, it is called a zero window. This stops the

sender from transmitting any data.

An Example

Figure 20.6 shows the dynamics of TCP's sliding window protocol for the data transfer

in Figure 20.1.

1 1024 1025 2048 2049 3072 3073 4096 4097 5120 5121 6144 6145 7168 7H© 8192

r
i window advertised by segment 2

data sent in
|

segments 4, 5, 6 \

i

i
i

ACKed by _ _
1

segment 7
window advertised by segment 7

- ~i

i

i
i

ACKed by 1

.
"

"

~m »m window advertised by segment 8 i

segment 8
, ,

data sent in
|

segment 9

ACKed by 1 1

»h window advertised by segment 10 •

segment 10, ,

data sent in
|

segment 14

segments 1 1 ,12, 13 I

ACKed by
r window advertised

.
, -

^ by segment 14

I
data sent in i

Us cpJ
' segment 15 *

ACKed by

segment 16

Figure 20.6 Sliding window protocol for Figure 20.1

.
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There are numerous points that we can summarize using this figure as an example.

1. The sender does not have to transmit a full window's worth of data.

2. One segment from the receiver acknowledges data and slides the window to the
right. This is because the window size is relative to the acknowledged sequence
number.

3. The size of the window can decrease, as shown by the change from segment 7 to
segment 8, but the right edge of the window must not move leftward.

4. The receiver does not have to wait for the window to fill before sending an
ACK. We saw earlier that many implementations send an ACK for every two
segments that are received.

We'll see more examples of the dynamics of the sliding window protocol in later

examples.

20.4 Window Size

The size of the window offered by the receiver can usually be controlled by the receiv-

ing process. This can affect the TCP performance.

4.2BSD defaulted the send buffer and receive buffer to 2048 bytes each. With 4.3BSD both were
increased to 4096 bytes. As we can see from all the examples so far in this text, SunOS 4.13,

BSD/386, and SVR4 still use this 4096-byte default Other systems, such as Solaris 22, 4.4BSD^

and AIX 32, use larger default buffer sizes, such as 8192 or 16384 bytes.

The sockets API allows a process to set the sizes of the send buffer and the receive buffer. The
size of the receive buffer is the maximum size of the advertised window for that connection.

Some applications change the socket buffer sizes to increase performance.

[Mogul 1993] shows some results for file transfer between two workstations on an
Ethernet, with varying sizes for the transmit buffer and receive buffer (For a one-way
flow of data such as file transfer, it is the size of the transmit buffer on the sending side

and the size of the receive buffer on the receiving side that matters.) The common
default of 4096 bytes for both is not optimal for an Ethernet An approximate 40%
increase in throughput is seen by just increasing both buffers to 16384 bytes. Similar

results are shown in [Papadopoulos and Parulkar 1993].

In Section 20.7 well see how to calculate the minimum buffer size, given the band-

width of the communication media and the round-trip time between the two ends.

Ar- Bx; uple

We can control the sizes of these buffers with our sock program. We invoke the server

as:

bsdi % sock -i -s -R6144 5555
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which sete the size of the receive buffer (-R option) to 6144 bytes We then start th.client on the host sun and have it perform one write of 8192 bytes
**

sun % sock -i -nl -w8192 bsdi 5555

Figure 20.7 shows the results.

sun.1126
bsdi.5555

SYN 2363371521:2363371521(0)

ack 1227520001, win 6144, <mss 1024>

ackl, win 4096

0.0

0.002282 (0.0023)

0.003067(0.0008)

0.022170(0.0191)

0.024136(0.0020)

0.026084 (0.0019)

0.027711 (0.0016)

0.029334 (0.0016)

0.030910(0.0016)

0.044570(0.0137)

0.046510(0.0019)

0.048234 (0.0017)

0.050074 (0.0018)

0.054250(0.0042)

0.056215(0.0020)

0.058233(0.0020)

0.059518 (0.0013)

0.060167(0.0006)

Figure 20.7 Data transfer with receiver offering a window size of 6144 bytes.

First notice thai the receiver's window size is offered as 6144 bytes in segment ?Because oTthis larger window, the client sends six segments immi^v^SSib
4-9), and then stops. Segment 10 acknowledges all the data (bytes 1 thn^

(SSSoffers a wmdow of only 2048, probably because the receivingi^^X^^chance to read more than 2048 bytes. Segments 11 and 12 con^ete Zdata tL^erfrom the client, and this final data segment also carries the FIN flag
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Segment 13 contains the same acknowledgment sequence number as segment 10but advertises a larger window. Segment 14 acknowledges the final 2048 bytes of dataand the FIN, and segments 15 and 16 just advertise a larger window. Segments 17 and
18 complete the normal close.

20.5 PUSH Flag

We've seen the PUSH flag in every one of our TCP examples, but we've never described
its use. It's a notification from the sender to the receiver for the receiver to pass all the
data that it has to the receiving process. This data would consist of whatever is in the
segment with the PUSH flag, along with any other data the receiving TCP has collected
for the receiving process.

In the original TCP specification, it was assumed that the programming interface
would allow the sending process to tell its TCP when to set the PUSH flag. In an inter-
active application, for example, when the client sent a command to the server, the client
would set the PUSH flag and wait for the server's response. (In Exercise 19.1 we could
imagine the client setting the PUSH flag when the 12-byte request is written.) By allow-
ing the client application to tell its TCP to set the flag, it was a notification to the client's
TCP that the client process didn't want the data to hang around in the TCP buffer, wait-
ing for additional data, before sending a segment to the server. Similarly, when the
server's TCP received the segment with the PUSH flag, it was a notificationto pass the
data to the server process and not wait to see if any additional data arrives.

Today, however, most APIs don't provide a way for the application to tell its TCP to
set the PUSH flag. Indeed, many implementofs feel the need for the PUSH flag is out-
dated, and a good TCP implementation can determine when to set the flag by itself.

Most Berkeley-derived implementations automatically set the PUSH flag if the data
in the segment being sent empties the send buffer. This means we normally see the
PUSH flag set for each application write, because data is usually sent when it's written.

A comment in the code indicates this algorithm is to please those implementations that only
pass received data to the application when a buffer fills or a segment is received with the
PUSH flag.

It is not possible using the sockets API to tell TCP to rum on the PUSH flag or to tell whether
the PUSH flag was set in received data.

Berkeley-derived implementations ignore a received PUSH flag because they nor-
mally never delay the delivery of received data to the application.

Examples

In Figure 20.1 (p 276) we see the PUSH flag turned on for all eight data segments (4-6,
V, 11—13, and 15). This is because the client did eight writes of 1024 bytes, and each
write emptied the send buffer.

Look again at Figure 20.7 (p. 283). We expect the PUSH flag to be set on segment 12,
since that is the final data segment. Why was the PUSH flag set on segment 7, when the
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sender knew there were still more bytes to send? The reason is that the size of the

sender's send buffer is 4096 bytes, even though we specified a single write of 8192

bytes.

Another point to note in Figure 20.7 concerns the three consecutive ACKs, segments

14, 15, and 16. We saw two consecutive ACKs in Figure 203, but that was because the

receiver had advertised a window of 0 (stopping the sender) so when the window

opened up, another ACK was required, with the nonzero window, to restart the sender.

In Figure 20.7, however, the window never reaches 0. Nevertheless, when the size of

the window increases by 2048 bytes, another ACK is sent (segments 15 and 16) to pro-

vide this window update to the other end. (These two window updates in segments 15

and 16 are not needed, since the FIN has been received from the other end, meaning it

will not send any more data.) Many implementations send this window update if the

window increases by either two maximum sized segments (2048 bytes in this example,

with an MSS of 1024) or 50% of the maximum possible window (3072 bytes in this

example, with a maximum window of 6144). We'll see this again in Section 223 when

we examine the silly window syndrome in detail.

As another example of the PUSH flag, look again at Figure 20.3 (p. 279). The reason

we see the flag on for the first four data segments (4-7) is because each one caused a

segment to be generated by TCP and passed to the IP layer. But then TCP had to stop,

waiting for an ACK to move the 4096-byte window. While waiting for the AQC, TCP

takes the final 4096 bytes of data from the application. When the window opens up

(segment 9) the sending TCP knows it has four segments that it can send immediately,

so it only turns on the PUSH flag for the final segment (13).

20.6 Slow Start

In all the examples we've seen so far in this chapter, the sender starts off by injecting

multiple segments into the network, up to the window size advertised by the receiver.

While this is OK when the two hosts are on the same LAN, if there are routers and

slower links between the sender and the receiver, problems can arise. Some intermedi-

ate router must queue the packets, and it's possible for that router to run out of space.

[Jacobson 1988] shows how this naive approach can reduce the throughput of a TCP

connection drastically.

TCP is now required to support an algorithm called slow start. It operates by

observing that the rate at which new packets should be injected into the network is the

rate at which the acknowledgments are returned by the other end.

Slow start adds another window to the sender's TCP: the congestion window, called

czimd. When a new connection is established with a host on another network, the con-

gestion window is initialized to one segment (i.e., the segment size announced by the

other end). Each time an ACK is received, the congestion window is increased by one

segment, (cwnd is maintained in bytes, but slow start always increments it by the seg-

ment size.) The sender can transmit up to the minimum of the congestion window and

the advertised window. The congestion window is flow control imposed by the sender,

while the advertised window is flow control imposed by the receiver
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The sender starts by transmitting one segment and waiting for its ACK. When that

ACK is received, the congestion window is incremented from one to two, and two seg-

ments can be sent When each of those two segments is acknowledged, the congestion

window is increased to four. This provides an exponential increase.

At some point the capacity of the internet can be reached, and an intermediate

router will start discarding packets. This tells the sender that its congestion window
has gotten too large. When we talk about TCP's timeout and retransmission algorithms

in the next chapter, we'll see how this is handled, and what happens to the congestion

window. For now, let's watch slow start in action.

An Example

Figure 20.8 shows data being sent from the host sun to the host

vangogh. cs .berkeley.edu. The data traverses a slow SLIP link, which should be
the bottleneck. (We have removed the connection establishment from this time line.)

We see the sender transmit one segment with 512 bytes of data and then wait for its

ACK. The ACK is received 716 ms later, which is an indicator of the round-trip time.

The congestion window is then increased to two segments, and two segments are sent.

When the ACK in segment 5 is received, the congestion window is increased to three

segments. Two more segments are sent (not three) because the ACK for segment 4 is

still outstanding. When the ACK in segment 8 is received, the congestion window is

increased to 4 but only two more segments are sent, because the ACKs for segments 6

and 7 are still outstanding.

We'll return to slow start in Section 21.6 and see how it's normally implemented

with another technique called congestion avoidance.

20.7 Bulk Data Throughput

Let's look at the interaction of the window size, the windowed flow control, and slow

start on the throughput of a TCP connection carrying bulk data.

Figure 20.9 shows the steps over time of a connection between a sender on the left

and a receiver on the right. Sixteen units of time are shown. We show only discrete

units of time in this figure, for simplicity. We show segments carrying data going from

the left to right in the top half of each picture, numbered 1, 2, 3, and so on. The ACKs
go in the other direction in the bottom half of each picture. We draw the ACKs smaller,

and show the segment number being acknowledged.
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sun.1118 vangogh.discard

0.0

0.716330(0.7163)
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Figure 20.8 Example of slow start.
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Figure 20.9 Times 0-15 for bulk data throughput example.

At time 0 the sender transmits one segment. Since the sender is in slow start (its

congestion window is one segment), it must wait for the acknowledgment of this seg- i

ment before continuing. f

At times 1, 2, and 3 the segment moves one unit of time to the right. At time 4 the t
receiver redds Ihe segmen;' r-nd generates live acknowledgment. At times 5, 6, and 7 Hie >
ACK moves to the left one unit, back to the sender. We have a round-trip time (RTT) of
8 units of time.

We have purposely drawn the ACK segment smaller than the data segment, since
it's normally just an IP header and a TCP header. We're showing only a unidirectional
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flow of data here. Also, we assume that the ACK moves at the same speed as the data

segment, which isn't always true.
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thepropag"*" delay dominates (e.g.. Figure 24.6).
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These two segrmmts move^T^It"""^ to the sender is identical to the spac-

amesUand W. The«P*^^^£S£5£t behavior of TCP. Smce me
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Bandwidth-Delay Product
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limitshow much the sender can transmit.

We can calculate the capacity of the pipe as

capacity (bits) = bandwidth (bits/sec) x round-trip time (sec)
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24.1 Introduction

TCP has operated for many years over data links ranging from 1200 bits/sec dialup
SLIP links to Ethernets. Ethernets were the predominant form of data link for TCP/IP
in the 1980s and early 1990s. Although TCP operates correctly at speeds higher than an
Ethernet (T3 phone lines, FDDI, and gigabit networks, for example), certain TCP limits
start to be encountered at these higher speeds.

This chapter looks at some proposed modifications to TCP that allow it to obtain the
maximum throughput at these higher speeds. We first look at the path MTU discovery
mechanism, which we've seen earlier in the text, focusing this time on how it operates
with TCP. This often lets TCP use an MTU greater than 536 for nonlocal connections,
increasing its throughput.

We then look at long fat pipes, networks that have a large bandwidth-delay prod-
uct, and the TCP limits that are encountered on these networks. Two new TCP options
are described that deal with long fat pipes: a window scale option (to increase TCP's
maximum window above 65535 bytes) and a timestamp option. This latter option lets
TCP perform more accurate RTT measurement for data segments, and also provides
protection against wrapped sequence numbers, which can occur at high speeds. These
two options are defined in RFC 1323 Qacobson, Braden, and Borman 1992J.

We also look at the proposed T/TCP, modifications to TCP for transactions. The
transaction mode of communication features a client request responded to bv a server
reply. It is a common paradigm for client-server computing. The goal of T/TCP is to
reduce the number of segments exchanged by the two ends, avoiding the three-way
handshake and the four segments to close the connection, so that the client receives the
server's reply in one RTT plus the time required to process the request.

339
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What is impressive about these new options—path MTU discovery, the window
scale option, the timestamp option, and T/TCP—is that they are backward compatible
with existing TCP implementations. Newer systems that include these options can still
interoperate with all older systems. With the exception of an additional field in anICMP message that can be used by path MTU discovery, these newer options need only
be implemented on the end systems that want to take advantage of them.

We finish the chapter by looking at recently published figures dealing with TCP
performance.

24.2 Path MTU Discovery

In Section 2.9 we described the concept of the path MTU. It is the minimum MTU on
any network that is currently in the path between two hosts. Path MTU discovery
entails setting the "don't fragment" (DF) bit in the IP header to discover if any router on
the current path needs to fragment IP datagrams that we send. In Section 11.6 we
showed the ICMP unreachable error returned by a router that is asked to forward an IP
datagram with the DF bit set when the MTU is less than the datagram size. In Sec-
tion 11.7 we showed a version of the traceroute program that used this mechanism
to determine the path MTU to a destination. In Section 11.8 we saw how UDP handled
path MTU discovery. In this section we'll examine how this mechanism is used by TCP
as specified by RFC 1191 [Mogul and Deering 1990].

Of the various systems used in this text (see the Preface) only Solaris 2.x supports path MTU
discovery.

TCP's path MTU discovery operates as follows. When a connection is established
TCP uses the rninimum of the MTU of the outgoing interface, or the MSS announced by
the other end, as the starting segment size. Path MTU discovery does not allow TCP to
exceed the MSS announced by the other end. If the other end does not specify an MSS,
it defaults to 536. It is also possible for an implementation to save path MTU informa-
tion on a per-route basis, as we mentioned in Section 21.9.

Once the initial segment size is chosen, all IP datagrams sent by TCP on that con-
nection have the DF bit set. If an intermediate router needs to fragment a datagram that
has the DF bit set, it discards the datagram and generates the ICMP "can't fragment"
error we described in Section 11.6.

If this ICMP error is received, TCP decreases the segment size and retransmits. If
the router generated the newer form of this ICMP error, the segment size can be set to
the next-hop MTU minus the sizes of the IP and TCP headers. If the older ICMP error is
returned, the probable value of the next smallest MTU (Figure 2.5) must be tried. When
a retransmission caused by this ICMP error occurs, the congestion window should not
change, but slow start should be initiated.

Since routes c:-.n change dynamically, when some time has passed since lite last-

decrease of the path MTU, a larger value (up to the rninimum of the MSS announced by
the other end, or the outgoing interface MTU) can be tried. RFC 1191 recommends this
time interval be about 10 minutes. (We saw in Section 11.8 that Solaris 2.2 uses a 30-sec-
ond timer for this.)
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Given the normal default MSS of 536 for nonlocal destinations, path MTU discovery
avoids fragmentation across intermediate links with an MTU of less than 576 (which is
rare). It can also avoid fragmentation on local destinations when an intermediate link
(e.g., an Ethernet) has a smaller MTU than the end-point networks (e.g., a token ring)
But for path MTU discovery to be more useful, and take advantage of wide area net-
works with MTUs greater than 576, implementations must stop using a default MSS of
536 bytes for nonlocal destinations. A better choice for the MSS is the MTU of the out-
going interface (minus the size of the IP and TCP headers, of course). (In Appendix E
we'll see that most implementations allow the system aclministrator to chanee this
default MSS value.)

S

An Example

We can see how path MTU discovery operates when an intermediate router has anMTU less than either of the end point's interface MTUs. Figure 24.1 shows the topology
for this example.

slip <

fragmentation

of 512-byte

segment here

1

run

tcpdump
here

MTU=1500

SLIP
-<> bsdi

MTU=552 MTU=296

MTU=1500 1 MTU=1500

sun
SLIP

netb

MTU=552 MTU=t500

MTU=1500

.Solaris

TCP connection

MSS=512 -

- MSS=1460

Figure 24.1 Topology for path MTU example.

We'll establish a connection from the host Solaris (which supports the path MTU dis-
covery mechanism) to the host slip. This setup is identical to the one used for our
UDP path MTU discovery example (Figure 11.13) but here we have set the MTU of the
interface on slip to 552, instead of its normal 296. This causes slip to announce an
MSS of 512. But leaving the MTU of the SLIP link on bsdi at 296 will cause TCP seg-
ments greater than 256 to be fragmented, and we can see how the path MTU discovery
mechanism on Solaris handles this.

Well run our sock program on Solaris and perform one 512-byte write to the
discard server on slip:

Solaris % sock -i -nl -w512 slip discard

Figure 24.2 shows the tcpdump output, collected on the SLIP interface on the host sun.
The MSS values in lines 1 and 2 are what we expect. We then see Solaris send

a 512-byte segment (line 3) containing the 512 bytes of data and the ACK of the SYN.
(We saw this combination of the ACK of a SYN along with the first segment of data in



342 TCP Futures and Performance Chapter 24

I o.O Solaris. 33016 > slip .discard: S 1171660288:1171660288(0)
win 8760 <mss 1460> (DF)

2 0 101597 (0. 1016) slip. discard > Solaris . 33016: S 137 984001:137984001(0)
ack 1171660289 win 4096

<mss 512>

3 0 630609 (0. 5290) Solaris. 33016 > slip. discard: P 1:513(512)
ack 1 win 9216 (DF)

4 0 634433 (0. 0038) bsdi > Solaris: icmp:

slip unreachable - need to frag, mtu = 296 (DF)

5 0 660331 (0. 0259) Solaris. 33016 > slip. discard: F 513:513(0)
ack 1 win 9216 (DF)"

6 0 752664 (0. 0923) slip. discard > Solaris . 33016: ack 1 win 4096

7 1 110342 (0. 3577) Solaris. 33016 > slip. discard: P 1:257(256)
ack 1 win 9216 (DF)

8 1 .439330 (0. 3290) slip. discard > Solaris . 33016

:

ack 257 win 3840

9 1 .770154 (0. 3308) Solaris. 33016 > slip. discard: FP 257:513(256)
ack 1 win 9216 (DF)

10 2 .095987 (0. 3258) slip. discard > Solaris . 33016: ack 514 win 3840

11 2 .138193 (0. 0422) slip. discard > Solaris . 33016: F 1:1(0) ack 514 win 4096

12 2 .310103 (0. 1719) Solaris. 33016 > slip. discard: ack 2 win 9216 (DF)

Figure 24.2 tcpdump output for path MTU discovery.

Exercise 18.9.) This generates the ICMP error in line 4 and we see that the router bsdi

generates the newer ICMP error containing the MTU of the outgoing interface.

It appears that before this error makes it back to Solaris, the FIN is sent (line 5).

Since slip never received the 512 bytes of data discarded by the router bsdi, it is not

expecting this sequence number (513), so it responds in line 6 with the expected

sequence number (1 )

.

At this time the ICMP error has made it back to Solaris and it retransmits the 512

bytes of data in two 256-byte segments (lines 7 and 9). Both are sent with the DF bit set,

since there could be another router beyond bsdi with a smaller MTU.

A longer transfer was run (taking about 15 minutes) and after moving from the

512-byte initial segment to 256-byte segments, Solaris never tried the higher segment

size again.

Big Packets or Small Packets?

Conventional wisdom says that bigger packets are better [Mogul 1993, Sec. 15.2.8]

because sending fewer big packets "costs less" than sending more smaller packets.

(This assumes the packets are not large enough to^cause fragmentation, since that intro-

duces another set of problems.) The reduced cost is that associated with the network

(packet header overhead), routers (routing decisions), and hosts (protocol processing

and device interrupts). Not everyone agrees with this [Bellovin 1993].

Consider the following example. We send 8192 bytes through four routers, each

connected with a Tl telephone line (1,544,000 bits/sec). First we use two 4096-byte

packets, as shown in Figure 24.3.
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Rl R2 R3 R4

Figure 243 Sending two 4096-byte packets through four routers.

The basic problem is that routers are store-and-forward devices. They normally receive
the entire input packet, validate the IP header including the IP checksum, make their
routing decision, and start sending the output packet. In this figure we're assiiming the
ideal case where it takes no time for these operations to occur at the router (the horizon-
tal dashed lines). Nevertheless, it takes four units of time to send all 8192 bytes from Rl
toR4. The time for each hop is

(4096 + 40 bytes) x 8 bits/byte

1,544, 000 bits/sec
•21. 4 ms per hop

(We account for the 40 bytes of IP and TCP header) The total time to send the data is
the number of packets plus the number of hops, minus one, which we can see visually
in this example is four units of time, or 85.6 ms. Each link is idle for two units of time
or 42.8 ms.

Figure 24.4 shows what happens if we send sixteen 512-byte packets.

Rl R2 R3 R4

Figure 24.4 Sending sixteen 512-byte packets through four routers.



It takes more units of time, but the units are shorter since a smaller packet is being sent.

(512 + 40 bytes) x 8 bits/byte

l,544/000 bits/sec
= 2 9™ P<* hop

The total time is now (18 x 2. 9) = 52. 2 ms. Each link is again idle for two units of time
which is now 5.8 ms.

In this example we have ignored the rime required for the ACKs to be returned the
connection establishment and termination times, and the possible sharing of the links
with other traffic. Nevertheless, measurements in [Bellovin 1993] indicate that bigger is
not always better. More research is required in this area on various networks

.3 Long Fat Pipes

In Section 20.7 we showed the capacity of a connection as

capacity (bits) = bandwidth (bits/sec) x round-trip time (sec)

and called this the bandwidth-delay product. This is also called the size of the pine
between the end points.

v

Existing limits in TCP are being encountered as this product increases to larger and
larger values. Figure 24.5 shows some values for various types of networks.

Network Bandwidth

(bits/sec)

Round-trip

time (ms)

Bandwidth-delay

product (bytes)

Ethernet LAN
Tl telephone line, transcontinental

Tl telephone line, satellite

T3 telephone line, transcontinental

gigabit, transcontinental

10,000,000

1,544,000

1,544,000

45,000,000

1,000,000,000

3

60

500

60

60

3,750

11,580

96,500

337,500

7,500,000

Figure 24.5 Bandwidth-delay product for various networks.

We show the bandwidth-delay product in bytes, because that's how we typically mea-
sure the buffer sizes and window sizes required on each end.

Networks with large bandwidth-delay products are called long fat networks (LFNs
pronounced "elefan(t)s"), and a TCP connection operating on an LFN is called a low fat
pipe. Going back to Figure 20.11 and Figure 20.12 (p. 291), the pipe can be stretched in
the horizontal direction (a longer RTT), or stretched in the vertical direction (a higher
bandwidth), or both. Numerous problems are encountered with long fat pipes.

1. The TCP window size is a 16-bit field in the TCP header, limiting the window to
65535 bytes. As we can see from the final column in Figure 24.5, existing net-
work;- abeady require a larger window than this, for maximum throughput.

The window scale option described in Section 24.4 solves this problem.

2. Packet loss in an LFN can reduce throughput drastically. If only a single seg-
ment is lost, the fast retransmit and fast recovery algorithm that we described in
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Section 21.7 is required to keep the pipe from draining. But even with this algo-

rithm, the loss of more than one packet within a window typically causes the

pipeline to drain. (If the pipe drains, slow start gets things going again, but that

takes multiple round-trip times to get the pipe filled again.)

Selective acknowledgments (SACKs) were proposed in RFC 1072 Qaoobson and

Braden 1988] to handle multiple dropped packets within a window. But this

feature was omitted from RFC 1323, because the authors felt several technical

problems needed to be worked out before including them in TCP.

3. We saw in Section 21.4 that many TCP implementations only measure one

round-trip time per window. They do not measure the RTT of every segment.

Better RTT measurements are required for operating on an LFN.

The timestamp option, which we describe in Section 24.5, allows more segments

to be timed, including retransmissions.

4. TCP identifies each byte of data with a 32-bit unsigned sequence number.

What's to prevent a segment that gets delayed in the network from reappearing

at a later time, after the connection that it was associated with has been termi-

nated, and after a new connection has been established between the same two

hosts and port numbers? First recall that the TTL field in the IP header puts an

upper bound on the lifetime of any BP datagram—255 hops or 255 seconds,

whichever comes first. In Section 18.6 we defined the maximum segment life-

time (MSL) as an implementation parameter used to prevent this scenario from

happening. The recommended value of the MSL is 2 minutes (giving a 2MSL of

240 seconds), but we saw in Section 18.6 that many implementations use an

MSL value of 30 seconds.

A different problem with TCP's sequence numbers appears with LFNs. Since

the sequence number space is finite, the same sequence number is reused after

4,294,967,296 bytes have been transmitted. What if a segment containing the

byte with a sequence number N gets delayed in the network and then reappears

later, while the connection is still up? This is only a problem if the same

sequence number N is reused within the MSL period, that is, if the network is so

fast that sequence number wrap occurs in less than MSL. On an Ethernet it

takes almost 60 minutes to send this much data, so there is no chance of this

happening, but the time required for the wrap to occur drops as the bandwidth

increases: a T3 telephone line (45 Mbits/sec) wraps in 12 minutes, FDDI (100

Mbits/sec) in 5 minutes, and a gigabit network (1000 Mbits/sec) in 34 seconds.

The problem here is not the bandwidth-delay product, but the bandwidth itself.

In Section 24.6 we describe a way to handle this: the PAWS algorithm (protec-

tion against wrapped sequence numbers), which uses the TCP timestamp

option.

4.4BSD contains all the options and algorithms that we describe in the following sections: the

window scale option, the timestamp option, and the protection against wrapped sequence

numbers. Numerous vendors are also starting to support these options.
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Gigabit Networks

When networks reach gigabit speeds, things change. [Partridge 1994] covers gigabit

SSSL™^- ^ l0°k ^^ differenCCS betWeen »ate^ and band
8
wTdth

Consider sending a one million byte file across the United States, assuming a 30-ms

fSonS f hT u°
SCenad0S

' *" t0p mUStrati°n a T1 telePhone line
1,544,000 bite/sec) and the bottom uses a 1 gigabit/sec network. Time is shown alonethe x-axis, with the sender on the left and the receiver on the right, and capacity on thfy-axis. The shaded area in both pictures is the one rnillion bytes to send.

99430 bytes

still to send direction of

[1,544,000 bits/sec

30 ms latency

8ms

1 Gbit/sec

1,000,000 bytes

Figure 24.6 Sending a 1-Mbyte file across networks with a 30-ms latency.

Figure 24.6 shows the status of both networks after 30 ms. With both networks the first
bit of data reaches the other end after 30 ms (the latency), but with the Tl network the
capacity of the pipe is only 5,790 bytes, so 994,210 bytes are still at the sender, waiting tobe sent. The capacity of the gigabit network, however, is 3,750,000 bytes, so the entire
file uses just over 25% of the pipe. The last bit of the file reaches the receiver 8 ms after
the tirst bit.

The total time to transfer the file across the Tl network is 5.211 seconds If wethrow more bandwidth at the problem, a T3 network (45,000,000 bits/sec), the total time
decreases to 0.208 seconds. Increasing the bandwidth by a factor of 29 reduces the total
time by a factor of 25.

With the gigabit network the total time to transfer the file is 0.038 seconds- the
oO-ms latency plus the 8 ms for the actual file transfer. Assuming we could double the
bandwidth to 2 gigabits/sec, we only reduce the total time to 0.034 seconds: the same
30-ms latency plus 4 ms to transfer the file. Doubling the bandwidth now decreases the
total time by only 10%. At gigabit speeds we are latency limited, not bandwidth
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The latency is caused by the speed of light and can't be decreased (unless Einstein

was wrong). The effect of this fixed latency becomes worse when we consider the pack-

ets required to establish and terminate a connection. Gigabit networks will cause sev-

eral networking issues to be looked at differently.

24.4 Window Scale Option

The window scale option increases the definition of the TCP window from 16 to 32 bits.

Instead of changing the TCP header to accommodate the larger window, the header still

holds a 16-bit value, and an option is defined that applies a scaling operation to the

16-bit value. TCP then maintains the "real" window size internally as a 32-bit value.

We saw an example of this option in Figure 18.20 (p. 253). The 1-byte shift count is

between 0 (no scaling performed) and 14. This maximum value of 14 is a window of

1,073,725,440 bytes (65535 x 2
14

).

This option can only appear in a SYN segment; therefore the scale factor is fixed in

each direction when the connection is established To enable window scaling, both ends
must send the option in their SYN segments. The end doing the active open sends the

option in its SYN, but the end doing the passive open can send the option only if the

received SYN specifies the option. The scale factor can be different in each direction.

If the end doing the active open sends a nonzero scale factor, but doesn't receive a

window scale option from the other end, it sets its send and receive shift Gount to 0.

This lets newer systems intemperate with older systems that don't understand the new
option.

The Host Requirements RFC requires TCP to accept an option in any segment. (The only pre-

viously defined option, the maximum segment size, only appeared in SYN segments.) It fur-

ther requires TCP to ignore any option it doesn't understand. This is made easy since all the

new options have a length held (Figure 18.20, p. 253).

Assume we are using the window scale option, with a shift count of S for sending

and a shift count of R for receiving. Then every 16-bit advertised window that we
receive from the other end is left shifted by R bits to obtain the real advertised window
size. Every time we send a window advertisement to the other end, we take our real

32-bit window size and right shift it S bits, placing the resulting 16-bit value in the TCP
header.

The shift count is automatically chosen by TCP, based on the size of the receive buff-

er. The size of this buffer is set by the system, but the capability is normally provided

for the application to change it. (We discussed this buffer in Section 20.4.)

An Example

If we initiate a connection using our sock program from the 4.4BSD host

vangogh.cs.berkeiey.edu, we can see its TCP calculate the window scale factor.

The following interactive output shows two consecutive runs of the program, first spec-

ifying a receive buffer of 128000 bytes, and then a receive buffer of 220000 bytes:
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